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The importance of abstraction appears central especially when considering the complexity of modeling very large and 

only partly understood systems. This paper presents a generic framework for the modeling and the management of 

uncertainty in intelligent systems, termed the Uncertainty Dependency Network. A generalized conceptual network is 

defined as a finite, directed bipartite hypergraph which describes conceptual relations between objects and concepts of the 

domain and abstracts most common knowledge representations as well as the system states. The UDN is then defined as 

an instance of a system state where the attributes correspond to some measure of belief. A suitable tool for the ma-

nagement of uncertainty can be simply obtained through the selection of an appropriate uncertainty representation, 

inference and control mechanisms. 

In the second part, knowledge-based, method-based, and skill-based planning subsystems are introduced as the funda-

mental layers of a general architecture for intelligent systems, yielding respectively the management, engineering and 

control approaches for handling uncertainty. Practical experiments on the usage of the UDN with probabilistic uncer-

tainty representation applied to the context of robotic manipulation for assembly tasks are then described. Lastly, a 

fuzzy-neural implementation of the Uncertainty Dependency Network with possibilistic uncertainty representation is 

proposed, which addresses specifically the issue of computational effectiveness. 

Introduction 

Modeling is abstraction. Thus for any intelligent system- that is, any system capable of taking .the appropriate action 

under unpredictable conditions - which cannot but decide its actions according to the sole perception it has of the world, 

the importance of abstraction appears central, and even more so when considering the difficulty of modeling very large 

and only partly understood real world systems. As the process of abstraction inevitably involves a reduction in model 
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components and interactions as well as a reduction in the behavioural complexity of the model, the question arises as to 

how accurately the system will be able to perform. 

This paper is therefore organized around the two fundamental, interdependent ideas of abstraction and uncertainty. In the 

frrst part, we present a generic framework for the modeling of systems and focus on its usage in the representation of 

uncertain information and the dependencies which influence its manipulation, introducing the Uncertainty Dependency 

Network. We provide next a concise but comprehensive review of the existing approaches to approximate reasoning that 

can be used concretely within the UDN framework so as to make it a suitable tool for the management of uncertainty. 

In the second part, we address the application of the framework to intelligent robotic systems and describe some expe-

riments on the usage of the UDN with a specific (probabilistic) uncertainty representation, in that case for planning 

assembly tasks. Lastly, we propose a fuzzy-neural implementation of the Uncertainty Dependency Network with 

possibilistic uncertainty representation, which addresses specifically the issue of computational effectiveness. 

In more than ten years of work closely related to the design and development of intelligent robotic systems, we have 

consistently observed an important gap between advanced robotic research and robotics as applied in the real world. This 

is because the former has developed high-level task and motion planning systems which the later can seldom use 

reliably, because the assumption that a robotic system can perform well defined actions in an exact world does not hold 

when it comes to operating in a real, complex environment. However, as the field of Artificial Intelligence matures, 

work has come to focus on the necessities of the real world and address in particular the problem of the representation 

and manipulation of uncertain information. Thus, for instance, planners that long ago used to manipulate abstract 

objects in an idealized, closed environment- e.g. STRIPS [1] - are now progressively endowed with the ability to deal 

with partially unknown, incompletely controlled environment, where actions may have non-deterministic or even 

context-dependent effects. There are many places where uncertainty appears as a problem and, accordingly, many 

approaches have emerged to handle it at either planning or execution time. Thus the motivation to have a unifying, 

abstract framework is to enable us to characterize systems and planning approaches from a unique point of view, 

nevertheless maintaining a clear separation between generic models and methods on the one hand and dedicated, concrete 

implementations on the other. 

Although the issue of handling uncertainty originated with the need to use expert systems in domains where knowledge 

was either incomplete or unreliable, it has long since been generalized and appears - not surprisingly - in almost all the 

application areas of intelligent systems. The essence of information processing lies in the deterministic transformation 

of a piece of information into another so as to suit a particular purpose; that is, formally, the fact that a process P 

applied to some information Iin yields reliably another lout, as schematically described by Eq-1. 

p 

[in Hlout (Eq-1) 
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A system which can handle uncertainty must be such that Eq-1 still holds when Iin is only partially known or accurate 

and P isn't totally reliable; in other words, it must be possible still to derive deterministically some (partial) infor

mation lout . The relation Eq-1 can be seen as an abstract formalization of the generalized modus ponens, where I in and 

lout are logical propositions and P is an implication. The gmp itself is an extension of a fundamental rule of classical 

logic, the modus ponens, designed precisely for the above-mentioned expert systems to handle approximate knowledge. 

As for intelligent robotic systems, a motion planner for instance may define Iin and lout as object positions and P as an 

action, while a vision system may define Iin and lout as image data and object model, respectively, and P as the pattern 

recognition and object identification process. 

The first part hereafter presents the central, unifying framework we developed as a formal model of the approximate 

reasoning problem. The second part addresses the application of the framework to intelligent robotics. 

1. A Generic Framework for the Management of Uncertainty 

1.1 Concepts, Models and Representations 

On Modelling 

Models are needed to represent the knowledge a system uses to reason about and achieve complex goals. Modeling is 

first of all a process of abstraction, whereby we reorganize information in order to cope with its complexity, the act of 

focusing upon essential characteristics (that distinguish a concept from others, thus provide crisply-defined conceptual 

boundaries) and ignoring details so that we can perceive commonalities. Thus models, representations and implemen

tations, as defined hereafter, are no more than different levels of knowledge description, that of some non-trivial object 

or concept, designed to match as well as possible the actual manifestation of the object or concept. 

Then, it is worth noticing that all the concepts of classical physics - and therefore all entities and laws in the real world 

-are qualitative in nature. The fact that they have been embedded in a complex framework of mathematical equations 

shouldn't make us oblivious of the abstract properties of qualitative models, such as their ability to yield behavioural 

descriptions. It is not that we advocate particularly qualitative models over quantitative ones, but simply that abstraction 

is, in essence, qualitative. At the same time, qualitative models present the advantage of functioning implicitly with 

incomplete models and/or uncertain data, which makes them suitable for approximate reasoning. 

In the following, we develop an abstract view of modeling, expanded from the one originally proposed by Brown [2] and 

influenced by subsequent works, as mentioned below. The various components of this modeling framework are defined 

as generic as possible, so as to be applicable to all kinds of intelligent systems. 

Concepts and Objects 
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What we need to model, relatively to a problem domain, are entities from the real world, m e Q, which we distinguish 

as either objects or concepts (substantial versus insubstantial). 

An object 1f1 is a physical entity that is present in the world (or universe of discourse) Q. Objects can be individual 

items or system components, and can be decomposed into other objects, down to the primitives (or atomic objects) 

which form the elemental basis for a model. A concept X is an abstract entity that expresses a fundamental relationship 

between entities of the world .Q. Concepts include structural relationships, such as hierarchy and decomposition (e.g. of 

the overall system into subsystems), classes and inheritance, functional relationships, such as situations (that relate 

objects), and behavioral relationships, such as actions and events (that operate on objects). Concepts can be defined in 

terms of other concepts as well, such as durations, conditions (e.g. initial and final, landmarks), and constraints (e.g. 

that indicate relations of causality, succession, etc.). 

A system can then be completely described in terms of the associations between objects and concepts, or conceptual 

relations. Both objects and concepts are described by (abstract) properties, or attributes, which can be instanciated into 

(concrete) values- for instance, for a robot, configurations and Cartesian coordinates. These attributes and values cons

titute eventually the interpretation an intelligent system has of the world. 

Thus, in this (object-oriented) approach, the world is viewed as a complex system with interacting components where 

function and structure are separately modeled- in the fashion of (reductionist) device-centered ontologies [3]. In addition, 

concepts and conceptual relations allow to model physical situations and the causal changes that are due directly either to 

actions and events or indirectly to the propagation of their effects through functional dependencies - in the fashion of 

process-centered ontologies [4]. They also yield qualitative models- in the fashion of constraint-based approaches [5] -

where the components in the framework are only state variables and the connections are the constraints that bind them. 

Models 

A model 1.1. is an abstract entity that captures the relevant aspects of the class of objects for which a description and 

subsequently a representation are desired. The mode ling space M is the set of all the models relevant to one system. 

Models can be broadly classified into intrinsic and extrinsic models, that describe entities independently of and relatively 

to others, respectively. Examples of intrinsic models includeftmctional models, which describe what the objects are in 

terms of the required problem solving functionality of the system, structural models, which define the representations to 

use (the "data"), and behavioural models, which describe how the objects behave and define the methods to implement 

their functionality. All extrinsic models are by definition relational models, which describe how the objects are 

interconnected in terms of the physical relations that affect their behaviour (but not all relational models are extrinsic, 

since they may describe a composite object internal structure, for instance). 
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Models are required to be composable, that is, the model of an entity described in terms of the models of its constituents 

must be accurately described by the composition of these component models. Composability may be expressed formally 

as follows: 

Examples of intrinsic structural and behavioural models for a robot are typically its geometric and kinematic models, 

respectively, while its components relational model can be regarded as extrinsic. For a knowledge-based system, 

intrinsic and extrinsic models would be the sentence and rule models, respectively. 

Representations 

A representation pis a concrete, symbolic structure that obeys a well-defined set of syntactic rules. The representation 

space Pis the set of all the representations that can be used to describe a system. 

A representation scheme a is a function from the modeling space to the representation space D s;;; M ~ P, which 

means that it derives a unique representation from a model (reciprocally, a representation such that the inverse relation 

o-1 is a single-valued function is said unambiguous). The set 1: of all schemes is therefore a relation between a subset 

of M and P, whose domain characterizes its descriptive power (in terms of the representations it yields). 

A representation is valid if it is a member of the range of a representation scheme, i.e: 

p e Pis valid<::::> 3J.1. e M,3a E 1: I p = a(Jl) 

Examples of invalid representations include those that are physically impossible (because not consistent with the laws 

of physics), or conceptually impossible (e.g. nonsensical semantic nets, etc.). Two representations are consistent if they 

can be derived from a same model, i.e.: 

PIE P,p2 e Pare consistent<=> 3J.1. E M,3at E 1:,3Uz E 1: I PI= ai(Jl),pz = Uz(Jl) 

Finally, a representation is manipulable if it allows for computation. In the following, we consider only valid, manipu-

lab le representations (since any other is of little interest indeed). Examples of consistent representations that are derived 

from a robot geometric model include the Constructive Solid Geometry and Boundary representations, among others. 

For a knowledge-based system, proposition and predicate representations are derived from the sentence model. 

Implementations 

An implementation is simply a particular instance of a given object or concept using one of its representations. Thus an 

implementation can be defined as a n-tuple (eo, Jl, a, A.-1, ... , A. N) E .Q x M x 1: x 9tN where N = lla(J.l. )11 is the number 

of parameters that characterizes the representation. 

Australian Journal of Intelligent Information Processing Systems Winter 1997 



88 

For instance, a particular implementation of a solid object using the Boundary representation could be a list of nume-

rical coordinates of vertices and edges, while that of a knowledge-base could be a list of facts and productions. 

1. 2 Conceptual Relations and Conceptual Networks 

Hypergraphs and hyperedges 

An hypergraph is a pair (V, E), where V= { v 1· ... , Vn} is a set of vertices, or nodes, and E = { e 1 • ... , er} is a set of 

hyperedges, i.e. arbitrary subsets e = { Ve,l, •.. , ve,N} of V, which satisfies the following conditions: 

'r/e E E,e "# 0 and Ue=V 
eeE 

Moreover, hyperedges are assumed to be reduced, that is: 

A directed hyperedge is defined by marking one of its vertices he, called the head, while the remaining vertices compose 

its body, the notation of which becomes e = {{ve,l>···· ve,N-!},he }. An hypergraph where all hyperedges are directed is 

called a directed hypergraph (strictly speaking, a directed simple hypergraph). 

Conceptual Relations 

A conceptual relation expresses how a concept applies to one or more entities of the world; formally, it is a function of 

two or more arguments whose range is a set of truth values, in the simplest case two-valued: ~:QN ~ {true,false}. 

As with any other entity, a relation may be defined by intension, such as the mathematical expression of a rule for 

computing its truth value, or by extension, such as a set of all combinations of arguments for which the relation holds. 

In the later case, a N-ary relation can therefore be written as a (N+1)-tup1e (x. ro0, ... , roN-l ), which expresses that the 

entity ~ is related to the N-1 entities m1 ... mN-1 by the concept X· Conceptual relations can be easily visualized using 

graphs whose nodes are the entities and whose edges denote their interconnection, as illustrated in Fig-1. The same 

figure also shows graphically how a single N-ary relation (x. ro0 , ... , roN-t) is different from the N-1 binary relations 

{ {x. ro0, wk ), k = 1. .. N-I}; the former specifies a conjunction, in which the entity ~ is simultaneously dependent on 

the N-1 entities W1···WN-1· whereas the latter specifies a disjunction, in which the relationships are independent. 

e ~~0~ e ~~0~ X~ • • • 
• 
• • • 

@ ~~0~ 
Fig-1: Conjunctive N-ary relation versus N-1 disjuntive binary relations. 

An N-ary relation is therefore equivalent to a pair ofhyperedges {({ ro1 , ... , roN_t},x).{{x}. ro0)}, as defined previously. 

The associated hypergraph constitutes the extension of the relation, that is, all N-tuples of entities for which the relation 
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holds are present in the graph and all those for which it doesn't are not. Here, the truth values refer merely to (our know-

ledge ot) the existence of the relation and not to its truthfullness (in terms of measure of belief). This definition of a 

conceptual relation also formalizes Eq-1 (in the introduction), where X is the process and OJj the pieces of information. 

Conceptual Networks 

We define a conceptual network CN as a finite, directed, connected bipartite hypergraph (D, E), where the nodes are the 

entities of the world and the hyperedges define conceptual relations on these entities, as explained above. If we consider 

only atomic concepts, then the target of these concepts is restricted to object nodes only and edges connect exclusively 

objects to concepts ( { tp1, ... , fi'N-.J.x) or concepts to objects ( {x}. fl'o). 

This abstract definition is general enough to represent any set of relations between discrete entities; it is therefore more 

general than the conceptual structures that were developed specifically to formalize the semantics of natural language [6] 

and offered, among other features, an exhaustive but biased classification of concepts (a type hierarchy). Since then, 

conceptual structures have been adopted as a convenient knowledge representation formalism in a great number of areas, 

notably knowledge-based and natural language processing systems, yielding an enormous dispersal of research, a 

comprehensive survey of which can be found in [7]. 

The conceptual network CN references all the entities of the world that are relevant to the problem domain and models 

all the relations which are known to exist between these entities, but no other. This follows directly from the standard 

"all-inclusive" requirement of intelligent systems - the so-called closed world assumption - that it is unfeasible to 

enumerate exhaustively all the possible states of the system (thus all possible relations) as actions or events occur. On 

the practical side, conceptual networks (and all kinds of semantic networks for that matter) can represent any knowledge 

and properties of a system, thus producing potentially very large and highly interconnected graphs, the manipulation of 

which yields combinatorial explosion. Thus, to be trully useful, conceptual networks should be specialized in the 

information they model, and the size of the problem domain should be small enough that it remains tractable. 

The assumption underlying this modeling approach is that although the world may be continuous, knowledge is 

discrete, and thus concepts and objects (and conceptual relations) can always be modeled as discrete units, or 

approximated by patterns of discrete units. 

Mapping Classic Knowledge Representations 

In this paragraph, we review some of the structured knowledge representations that have been found useful in building 

intelligent systems and show how they map into the conceptual network framework. In most cases, the mapping is 

only a matter of identifying objects and concepts, thus a set of conceptual relations itself. 

Semantic networks are basically labeled digraphs (i.e. graphs representing binary relations) that are used to describe the 

properties linking objects, concepts, situations, and actions. Thus, they translate directly into conceptual networks by 
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mapping labels into concept nodes. The example in Fig-2 below shows a possible semantic network and the equivalent 

conceptual network for a simple block-world situation. 

{ { B, C},support1 ),( { support1 }. A), 

{ { B,}, contact I), ( { contact1 },A), 

=> { { C,}, contact2 ), ( { contact2 }. A). 
{ { A,},contact3 ),( { contact3 }, B), 
{ {A,}, contact4 ), ( { contact4 }. c) 

Fig-2: Example of semantic network mapping. 

Frames, or schemas, represent knowledge as structured objects consisting of named slots with attached values. They are 

equivalent to association lists and map easily into conceptual networks by identifying slots as the concept nodes, as 

illustrated by the following example in Fig-3. 

{
{ ( { vl }. slot1 ). ( { slotl }. obj- A)}. } 

=> {( { vz, v3 }.slotz ).( { slot2 }. obj- A)} 

Fig-3: Example of frame mapping. 

Scripts map in a similar way, since they can be assimilated to frames with a particular semantics and purpose, that of 

providing a skeletal plan for achieving a task. Other miscellaneous representations such as pseudo-code (which is 

equivalent to a parse-tree), hierarchies (e.g. trees, or rooted graphs), tables and lists, and all other graph variants map of 

course easily into the hypergraph structure of the conceptual network. So do Petri nets, popular in process modeling, 

which are also bipartite graphs with states as the object nodes and transitions as the concept nodes. 

Then, lawwledge-based representations, which include "classic" production rules, meta-rules, and heuristics, are a par-

ticular case where object and concept nodes are indistinguishable, being all propositions. Thus, for instance, the standard 

rule of modus ponens ((p---+ q) A p)---+ q translates as a pair ofhyperedges {{{p---+ q,p},--+ ),({ --+},q)} . 

1. 3 Uncertainty Dependency Network 

System States and Conceptual Networks 

A system is defined by a set of objects and the concepts that relate them { cp1 , ... , (/)N"' •Xl•·· ·•XNx} which, as we have 

seen, can be mode led as a conceptual network, or hypergraph { v( (/)j ), E( (/Ji, X j}). A system state, or situation, is the set 

of all information that describe the status of the system at a particular instant, in terms of a given representation. Thus a 

state is a particular implementation of the conceptual network, given a representation p. 
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As actions and events occur, concepts and objects representations get updated (the attributes A. are modified) and 

conceptual relations are added and removed, yielding new states. (The transition from the previous state to the new is 

effectively done using a transient network that includes the action/event relations themselves.) 

Planning typically consists in finding an appropriate sequence of states that moves the system from an initial state s 1 to 

a goal state sa, and therefore a suite of operators (action concepts) that allow a transition between the states in that 

sequence. Such a sequence of states is naturally modelled as a finite, directed bipartite hypergraph as well. 

Uncertainty Dependency Network 

So far nothing has been said about which representation p is used in the conceptual network that describe a system state; 

this is precisely because the abstract property of the network allows to select any representation, usually according to its 

fitness to the problem being solved. In an uncertain world, the attributes that characterize objects and concepts are not 

known with a perfect accuracy, which means that we can associate to each of them a measure of belief that tells more or 

less how reliable the attribute values are. Then, the causal dependencies between these measures of belief are directly 

expressed by the conceptual relations that interconnect the entities of the world. 

Thus, we define the Uncertainty Dependency Network for a system state as an instance of the state conceptual network 

where the entities representation p is substituted with some uncertainty representation 'K. Its implementation is an 

instance of the system state where the attributes are substituted with measures of belief. 

Thus, a relation of the UDN is a (N+1)-tuple (z,f30 ,f31, ... ,f3N_I), which expresses that the measure of belief f3o is 

dependent on the N-1 measures of belief f3J ... f3N-l by a certain concept, the measure of belief of which is X· 

Uncertainty Representation and Manipulation 

Just as a state conceptual network is an abstract description of a system, the UDN is an abstract. description of the 

uncertainty within. In order to actually reason with uncertainty, however, we need to specify a representation 1r that 

allows for the interpretation and manipulation of the measures of belief. Uncertainty, like knowledge, is useless without 

a proper inference mechanism (it is a common drawback of semantic theories that they appear to give abstract syntax-

like structures without simultaneously specifying a logic to operate on them.) 

More specifically, the representation should allow for the explicit description- at the available level of detail- of the 

amount of evidence for or against any piece of information, and for the interpretation and comparison of measures of 

belief. It should also provide an inference mechanism that allows to combine, propagate, and summarize ·uncertainty 

across dependencies whenever evidential information is made available, without making assumptions about the proba-

bilistic nature of this evidence. Lastly, it should provide a control mechanism that is able to detect'if the information 

provided to the system is inconstent and provide some alternative ways to make it consistent [8]. To these basic 
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requirements can be added some extensions such as the ability to represent meta-information (e.g. the source of uncer

tainty), the ability to explain the support of conclusions, the traceability of uncertainty propagation, etc. In the 

following section, we provide a brief survey of existing representations. 

1. 4 Uncertainty Representations, Inference and Control 

Due to space limitations, we present here only a brief overview of the various existing approaches, more detailed 

surveys of which have been published elsewhere [9][10]. The approaches to uncertainty management can be loosely 

classified according to the quantitative or qualitative characterization of uncertain information; the former are essentially 

probabilistic schemes based on two-valued logic while the latter attempt to capture different aspects of uncertain infor

mation in a non-probabilistic fashion. 

Quantitative I Numerical Approaches 

Numerical approaches attempt to associate a quantitative measure of confidence (or belief) with the truth value of 

statements about the state or behaviour of a real world system (the objects and concepts of the conceptual network). 

When this is not possible, approximate reasoning techniques seek to determine a set of possibilities that are consistent 

with the available information or rather, because exhaustive enumeration is generally impractical, some properties of 

this set (the concept attributes) and constraints on the values of such properties. 

The constraints probabilistic reasoning seeks to indentify are the probability distributions of these attributes, condi

tional to the available evidence. Representations are based on set measures and inference use additive real functions 

defined over such sets. Probabilistic approaches cannot make categorical assertions about the actual state of the system 

but merely indicate that there is either an experimentally determined or believed tendency (the objectivist versus 

subjectivist interpretation) for the system to be in a particular state. Probabilistic inferences suffer from the stringent 

requirements of the Bayesian theory, so that probabilistic reasoning must either specify precise relationships between all 

interactive variables or make uniform independence assumptions throughout. The first choice is computationally 

infeasible (except in very small domains) whereas the second often yields erroneous conclusions (because unjustified). 

Because of this, other approaches have been developed that relax somewhat the Bayesian rule. Still single-valued are the 

modified Bayesian rule and the confinnation theory (certainty factors); more recent, interval-valued approaches include 

the Dempster-Shafer (belief) theory and, derived from it, evidential reasoning, as well as consistency and plausibility [8], 

and evidence space. 

Probabilistic networks are graphical models that offer a compromise between these two extremes by encoding inde

pendence when possible and dependence when necessary. A particularly interesting subclass of these, the Bayesian net

works [11], are precisely Uncertainty Dependency Networks that use the Bayesian representation and inference me

chanism. However, the strict requirements for variable independence make general Bayesians networks intractable, so 

that many efforts have been made to imrpove computational efficiency in the case of trees and small polytrees, as well 
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as directed acyclic graphs; other approaches include decomposition techniques and approximate methods, such as 

conditioning, clustering and (stochastic) simulations. 

The constraints possibilistic reasoning seeks to describe are the measures of similarity of these attributes, relatively to 

other sets of possibilities. Representations are based on mathematical distances and inference use bounds propagation 

based on some relations of transitivity, such as the T -norm and the generalized modus ponens - as provided by the fuzzy 

sets thery [12]). Possibilistic approaches, which are anchored on many-valued logics, do not measure any tendency for 

the system to be in ~ particular state but rather seek to find another, related state that is known to be valid. Possibilistic 

inferences make use of inferential chains which are much less restrictive than the probabilistic ones, thus yielding 

potentially better performance. However, because of its different characteristics, possibilistic reasoning doesn't replace 

but rather complement probabilistic reasoning, the former dealing with vagueness while the later handles uncertainty. 

Qualitative I Symbolic Approaches 

Qualitative approaches are designed to capture, in a purely symbolic way, the aspects of uncertainty derived from the 

incompleteness of and contradictions within the information, claimed to have a non-probabilistic nature. 

The reasoned assumption approach [13] is a variation of the default reasoning approach, which removes the uncertainty 

embedded in relations by listing exceptions and using assumptions (which can be retracted later if found to be incorrect) 

as default values when none are available. The approach is suitable to handle inadequate information but doesn't provide 

any representation of probabilistic uncertainty. 

The theory of endorsements [14] is a variation of non-monotonic logic, which records explicitly the justifications for a 

statement (using a Truth Maintenance System) and classifies them according to various characteristics, thus providing a 

mechanism for informed backtracking, as well as for explanation. However, inference is computationally costly, because 

the combination, propagation and ranking of endorsements must be explicitly specified. 

As we pointed out in the introduction, the principal feature of qualitative reasoning is abstraction. Uncertainty, on the 

other hand, is a matter of details. Thus, it is not surprising that qualitative approaches appear poorly adapted to the ma-
. . 

nagement of uncertainty. Also, qualitative simulation tends to focus on dynamics, so that reasoning about the spatial 

movements of shapes and their interactions, for instance, is actually very difficult [15]; still, the difficulties inherent in 

spatial reasoning are studied [ 16]. 

2. On Robot Motion Planning in the Presence of Uncertainty 

2. 1 Intelligent Robotic Systems and Uncertainty 

Intelligent Systems Architecture 
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The diagram in Fig-4 describes a generic architecture for intelligent (robotic) systems - adapted from the human peifor-

mance model [17], which presents a good framework for the analysis of cognitive behaviour. The classification divides 

behaviour, in a now classical manner, into three levels which we refer to as knowledge-based, method-based, and skill-

based. Depending on which layers are actually implemented and the way they are used, this architecture can describe 

either of primitive, advanced, and intelligent robots (1, 2 or 3 layers), subsumtion architecture (3 concurrent layers with 

priority), etc. The way a robot can handle uncertainty depends precisely at which level and in which way uncertain 

information is dealt with. 

Knowledge-based Planning and Uncertainty 

Knowledge-based planning allows for the explicit management of uncertainty, using the Uncertainty Dependency 

Network as described in the first section of the paper. Uncertainty is represented, calculated, and interpreted; its taking 

into account influences the planning process itself through the process of diversification, that is, the comparison of va-

rious alternative actions and the selection of the most promising one. An example of such knowledge-based motion 

planning is given in section 2.2. 

Knowledge-based management of uncertainty in robot motion planning is known as plan checking, and involves 

verifying the validity and executability of robot (assembly) plans generated by a task planner from a geometric database. 

Earlier approaches used symbolic representations of physical situations and the underlying uncertainties, and constraint-

programming techniques for the propagation and analysis of errors [18][19][20], but recent developments of plan-

checkers actually use probabilistic representations [21][22]. Skeletal plans are a hierarchical, iterative approach that cater 

for the need to refine plans (possibly increasing the representation granularity) until the solution is achieved [23]. 

Knowledge 

Deep/ 
Theories 

Shallow I 
Methods 

Intuitive 
I Skills 

Perception Decision Action 

r----------, r---------~, r----------, 
: Identification ~ Deci~ion ~ Planning : 
I I I Maki~ I I I .. ---- -t----... .. -----~ -~~-... .. ---- -r---- ... 
r----- ----, r------ ---, r----- ----, 
1 

Situation :___.; Situation(s) :----+ Tasks 
1 Recognition 1 1 I Task(s) 1 1 (Procedures) 1 .. _____ t ____ ... ~----z------~ .. _____ ! ____ ... 
r----- ----, r--- ------, r----- ----, 

I I I I I 

Sensors ~ Reflexes ----+ Effectors 
I I I I I I .. _____ + ____ ... .._r ________ ... .. __________ ... 

j ____________ Environment -----------~-
Fig-4: Performance model for intelligent (robotic) systems. 

Uncertainty 

Management 

Engineering 

Control 

Method-based Planning and Uncertainty 

The engineering approach consists in removing uncertainty from the task domain, that is, to define tasks in such a way 

as to avoid explicit represention of and reasoning with inherent uncertainty. This usually involves analysis and then re-
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design of the representations and methods used. In computational geometry, for instance, uncertainty is typically 

engineered out by adding additional constraints to the problem. 

In the context of assembly, motion planning with uncertainty has been practically limited to the planning of fme 

motions, where precision matters [24][25][26]. Another related topic is the engineering of uncertainty . out of task 

planning via the analysis of goal reachability and goal recognizability, using backprojections [27] or more general 

motion strategies such as sensor-based gross motions, active compliant motions and simple pushing motions 

[28][29][30]. Grasp planning and part mating are the favorite applications of these strategies [31] . 

Skill-based Planning and Uncertainty 

The control approach to uncertainty actually ignores uncertainty altogether and exploits some aspect of the task domain 

(e.g. redundancy) to implicitly deal with uncertainty. Engineering is not necessary because the way tasks are defined 

makes them immune to uncertainty. 

In spatial reasoning for instance, the paradigm of approximation applied to complex shapes yields more convenient 

geometric models but restricts the solution space, at the same time making the problem of uncertainties irrelevant; such 

is the case for instance of most collision-avoidance planning problems [32]. Reactive planning approaches are usually 

conservative and therefore tolerant to the presence of noise and uncertainties; these include potential-like methods [33], 

fuzzy or neural controlled navigation and manipulation, and even simple, reflex actions. 

2. 2 An Example of Robotic Manipulation in the Presence of Uncertainty 

We summarize here the findings from previous work, some of it partially published [34 ][35], on the usage of a standard 

probabilistic approach to manage uncertainty in and improve the planning of robot manipulation tasks. 

Problem Domain and Representations 

The problem addressed here is the reliable planning of classic assembly manipulation tasks. In this example, the 

environment, shown in Fig-5 in its initial state, includes a Puma manipulator and a couple of parts; the task consists 

specifically in inserting the Peg-Object into the Assembled-Object. Objects of the world (including the manipulator's 

components) are modeled through their geometric properties, yielding a CSG representation and, derived from it, a repre

sentation of spatial positions (6-d.o.f. coordinates). The conceptual network for this sample environment is shown in 

Fig-6, where the Li denote concepts of rotoid link (articulation) and the Kj denote concepts of contact relation. 
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Fig-5: An example of manipulation environment. Fig-6: The associated conceptual network. 

Skill-based and Method-based Planning 

In this case, the skill-based planning approach consists in planning a direct insertion, as illustrated in Fig-8 below, 

while implicitly relying on potential passive compliance to ensure the correct execution of the planned motions. The 

improved method-based planning approach consists in selecting actions that make the best use of active compliance to 

explicitly improve the robustness of the planned motions with respect to the positional uncertainty of the manipulated 

objects. 

Knowledge-based Planning Using a Probabilistic Approach 

On the contrary, the knowledge-based planning approach uses an explicit representation of uncertainty to assert both the 

exactness of objects positions and the accuracy of the manipulation motions. The Uncertainty Dependency Network is 

modeled after the CN and, in this example, uses a 6-dimensional probability distribution n as measure of belief over the 

Cartesian coordinates that characterize the spatial positions. The necessary inference operations, which are performed 

using the standard Bayesian probabilistic theory, are uncertainty update, propagation, and fusion. 

Fig-7: Peg initial position #0. Fig-8: Peg insertion via a direct motion. 

Update occurs when the attribute value (positional parameter) of an object is changed, resulting in the recalculation of 

its associated uncertainty. Propagation determines the consequences of a change by updating uncertainty along all the 

relevant dependency relations in the UDN. Thus rotating the robot arm around its base, for instance, modifies only the 

parameters of Lo but causes the recalculation of the measures of belief for all subsequent links Li and components 
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Armi Fusion, on the other hand, is n~cessary to handle the possible inconsistency that result from the redundancy of 

uncertain information (appearing as cycles in the UDN, thus giving different ways to calculate the same data). Grasping 

the Peg-Object, for instance, introduces two contact relations between the peg and the fingers, namely 

FngrL --+ K1 --+ PegO and FngrR --+ Kz --+ PegO . 

Fig-9: Peg insertion via contact motion #1. Fig-10: Peg insertion via contact motion #2. 

The particularity of contact motions is precisely that they introduce redundant (contact) relations between manipulated 

objects. Pushing the peg against the other object for instance, as shown in Fig-9, introduces a face-contact relation that 

reduces the uncertainty along the axis of contact. By evaluating and then comparing the measures of belief associated to 

the direct insertion and the sequence of 3 contact motions (Fig-7,9,10,11), the planner is able to determine that the later 

is more reliable. Thus, the fusion operation can actually be seen as a tool for improving the measures of belief, and for 

decision making. 

L =Lx TI L xArm 
A 0 I~ i i 

Fig-11: Peg insertion via contact motion #3. Fig-12: A "simple" Uncertainty Dependency Network. 

The problems with this kind of approach are twofold. First, the strict conditions on the applicability of probabilistic 

theory (i.e. variable independence) are seldom enforced and, second, the graph topology often becomes too intricate, 

which causes the above calculations to be either meaningless or intractable. Indeed the Uncertainty Dependency Network 

can easily become very complex, as demonstrated already by the structure of the complete UDN in the "simple" 

situation above, shown in Fig-12. 

These problems, largely unsolved yet, are the reason why method-based and skill-based planning techniques - as descri-

bed above - are still fundamental for intelligent robotic systems to operate successfully in the real world. 
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2. 3 A Fuzzy-Neural Uncertainty Dependency Network 

Computational Effectiveness in Managing Uncertainty 

Although, as we have seen earlier, there exist a great variety of representations and inference structures for dealing with 

incompleteness and uncertainty, none of them has yet been found totally satisfactory. In addition to either of the 

theoretical or practical reasons advanced, the issue of computational effectiveness is absolutely crucial, especially if we 

are to develop robotic systems that can perform a broad range of intelligent tasks in real time. 

Standard propagation algorithms for general belief networks have proven to be NP-hard [36]. While the various 

extensions to the "classic" uncertainty representations and inference mechanisms augment their reasoning capability 

(e.g. with explanation facility), they also greatly increase their complexity and compromise performance. Thus time 

constraints may often preclude the usage of such sophisticated approximate reasoning techniques. Possibilistic reasoning 

do not exhibit the same complexity but suffer still from unsufficient performances, with the exception of translation

compilation approaches [37] and hardware solutions (e.g. fuzzy chips [38]). 

Because of their very structure, however, conceptual networks can benefit enormously from being implemented within a 

dedicated architecture that matches their topology, such as neural networks, whose computational power addresses 

precisely the performance issue, The difficulty there is to map conceptual graphs into the non-symbolic representations 

used by neural networks; the task is far from trivial, which probably accounts for the scarcity of works on the topic. 

Moreover, existing approaches focus on the representation of symbolic information [39] and general conceptual graphs 

[40] but do not address the problem of uncertainty, with the notable exception of the connectionist semantic memory 

approach [ 41]. 

A Fuzzy-Neural Network Approach 

We suggest that, because the Uncertainty Dependency Network is a particular conceptual network where the objects 

represented are- at least in robotics applications- numerically-valued, it can be effectively implemented using a neural 

network. In addition, since we contend that possibilistic approaches (and especially those, such as fuzzy set based 

models, that handle vagueness and similarity) are more suitable for real world applications in general and robotic 

systems in particular,jitzzy-neural networks appear as very good candidates for the representation and manipulation of 

uncertain information. 

Fuzzy-neural networks are a relatively recent development that combines two complementary technologies in potentially 

many ways [42], one of which [43] provides a mapping of fuzzy rules and encodes fuzzy logic inference (the generalized 

modus ponens) into a neural network in which the truth-value of the rules is embedded directly into the weights of its 

connections. Previous work within our research group [ 44] have extended this idea to cater to an entire rule base and 

remove the redundancies arising from the presence of identical antecedent clauses in multiple rules (a common occurence 

indeed). This hybrid connectionist approach provides an adequate architecture in which a processing element may be 
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assigned to each piece of information (the nodes of the UDN) and the important inferential connections between pieces 

of information (the hyperedges of the UDN) may be directly expressed by interconnections between the processing 

elements. Thus, we generalize the above fuzzy-neural system so as to provide a mapping of the Uncertainty Dependency 

Network, as follows. 

Recall that the UDN is composed of NMmeasures of belief /3;. i=l ... NM, and Nu relations described as (Nk+l)-tuples 

(xk ./38 ,{Jf , ... ,{J~k-d k=l ... Nu. each of which expresses that the measure of belief /38 is dependent on the Nk-1 

measures of belief {Jf , ... ,{J~k-I by a certain concept, the measure of belief of which is Xk. The neural network 

architecture that maps the UDN for one particular /3j dependent on Nj relations (i.e. {3 j = /38, k = 1. .. Nj) is presented 

in Fig-13. 

,..-------------. 
I I 
I I 

I 

I 

RC( /3;) I 

- - - - - - -J- - ' 

Fig-13: Neural network architecture for the UDN relative to one particular /3j. 

The input layer CK(/3;) is the dependency checking network for the (fuzzy) input variable {3;, which computes a 

measure of dissimilarity between the antecedent dependency and f3i· The intermediate layer cc(xk) is the dependency 

combination network for the (fuzzy) inference rule Jl!', which computes an overall measure of dissimilarity between the 

antecedent dependencies and the input variables. Finally, the output layer RC(fJj )is the relation combination network 

for the (fuzzy) output variable /3j. which computes the overall output, or measure of belief, for the result variable. The 

complete network is obtained by connecting all the /3j. in such a way that the CK(/3i) appear only once. 

This architecture doesn't suffer from the same drawbacks as the standard probabilistic theories, as mentioned before. 

Thus, fuzzy-neural networks constitute a very promising architecture for practical approximate reasoning, that offer 

many interesting features, some implicit (such as computational effectiveness and scalability), some· already well 

exploited (such as the training ability [ 45]), and some more yet to be explored. 

Conclusion 
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We have presented a generic framework for system modeling and the management of uncertainty in intelligent systems, 

termed the Uncertainty Dependency Network. A generalized conceptual network is a finite, directed, connected bipartite 

hypergraph which defines conceptual relations between objects and concepts, the representation of which is abstract. It 

has been shown that, due to its genericity, the conceptual network offers a mapping for all the classic knowledge repre-

sentations as well as for the system states. The UDN is defined as an instance of a system state where objects and 

concepts attributes are substituted with (abstract) measures of belief. Since uncertainty is inherent to any representation, 

this can be done without any loss of generality. Then, a suitable tool for the management of uncertainty can be simply 

obtained through the selection of an appropriate uncertainty representation, inference and control mechanisms, a brief 

review of which has been provided. Because the description of the UDN remains very abstract, a thorough study of 

various concrete implementations has to be undergone. Still, this formalism is abstract enough that the uncertainty 

representation can be choosen independently of the domain, although in practice one is likely of course to select the 

representation scheme that will give the best results. 

We have also introduced a general architecture for intelligent systems, layered into knowledge-based, method-based, and 

skill-based planning subsystems, which yields respectively the management, engineering and control approaches for 

handling uncertainty, various examples of which have been mentioned and referenced. We have then reported some prac-

tical experiments on the usage of the UDN with probabilistic uncertainty representation applied to the context of robotic 

manipulation for assembly tasks, hilighting the potentials as well as the flaws of the method. Lastly, we have 

suggested a fuzzy-neural implementation of the Uncertainty Dependency Network with possibilistic uncertainty repre-

sentation, that addresses specifically the issue of computational effectiveness, and looks definitely promising. 

Approximate reasoning applied to real world robotics is an emerging field that already complements practical uncertainty 

handling techniques, but a few fundamental problems remain to be solved before it can be used with real efficiency. 

Even then, because a model always abstracts the entity it describes, approximate reasoning should be seen as a 

complement to rather than a replacement for ad hoc engineering methods or skill-based techniques. 
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The advantages of rule-based techniques are well 
known, but traditional expert system shells are unsuited 
to controller developmen-t. In this paper we clarify the 
differences between the controller development task and 
traditional applications of expert system shells, and de
scribe a shell we have developed for rapid-prototyping 
development of controllers. To deal with the differences 
the shell uses fuzzy inference, a single inference step per 
time step, a special architecture for symbol grounding, 
and vector variables. We describe the script language, 
and two example applications. One is to control a sim
ulation of a truck backing up, the other is as part of a 
sonar-sensing mobile robot control system. 

Keywords: Control, expert system shell, fuzzy in
ference, robotics. 

1 Introduction 

Fuzzy systems have shown themselves to be highly suc
cessful controllers in a wide variety of applications [21]. 
This success can be interpreted as the result of the well 
known benefits of rule-based development techniques, 
with fuzzy inference the key to applying them to con
trollers. We have therefore developed a shell for con
troller development that uses fuzzy inference as just 
one technique for overcoming the differences between 
controller development and more traditional applica
tions of expert system shells. Our shell differs from 
existing fuzzy development environments in that it in
tegrates easily into a control system to create a fuzzy 
relationship prototyping tool that minimizes the re
compilation step [17]. It also has a special syntax to 
simplify the definition of multiple fuzzy subsets. 

The first half of the paper introduces the differences 
between controller development and more traditional 
applications of expert systems, and describes our shell. 
We present the script language syntax, with emphasis 
on the importance of script simplicity. The second part 
briefly describes two example applications. The first is 
the control of a simulated truck backing-up to a dock. 
The second uses two simpler rule-sets as part of a larger 
system for real-time control of a sonar-sensing mobile 
robot. Both are illustrations only, and use relatively 
simple control relationships. More complex examples 
where a prototyping shell would be useful are common 
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in the literature (e.g., [19]). 

2 Rule-Based Controller Devel
opment 

2.1 Mathematical Modelling and Rules 

The benefits of rules over mathematical modelling are 
frequently stated in the fuzzy literature (e.g., [21]) and 
are dealt with only briefly here. Conventional control 
system design requires the derivation of a mathemati
cal model of the system to be controlled. Some generic 
analytical models are available, but in most cases a 
special-purpose model must be derived. This model 
must be based on a detailed knowledge of all the vari
ables, and obtaining this is time consuming, and often 
impossible (e.g., [11]). Alternatively, a model may be 
derived by fitting curves to logged data and using lin
ear regression and series approximation techniques, but 
this is also difficult. In practice, mathematical models 
are often inflexible and have to be adapted on-line to 
deal with parameter variations that are not captured 
by the equations. They are also hard to understand 
and maintain, and may be too complex to compute in 
real time. 

Rule-based systems can be model-free [21] . The 
rule-set may be derived from a model or from rules
of-thumb, or developed through prototyping. By not 
implementing the model explicitly, the rule-set can be 
simple to compute and robust, and it may be effective 
where no mathematical model is possible. Rules are 
easier to understand than equations, simplifying both 
knowledge acquisition and rule-base maintenance. 

Rule-based system design can also be simplified by 
the use of a shell to separate the representation of 
knowledge from the mechanism of inference. The shell 
incorporates an inference engine that performs infer
ences defined in a shell script. The script author can ig
nore the implementation details and focus on the struc
ture of the knowledge. 

In short, a rule-based system can be applicable where 
mathematical modelling is impossible or impractical, 
and the rule script is composed of linguistic terms 
that are readily comprehensible. Controller develop
ment differs from traditional symbolic applications of 
expert system shells in the following four significant 
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ways, however. 

• An expert system deals with discrete symbols, 
while a controller deals with continuous domains. 

• A controller must respond in real time. 

• The symbols in the script that defines a controller 
must be grounded to control variables. 

• The data structures supported must be stream
lined so as not to compromise execution speed. 

The following subsections discuss these differences, and 
how they affect our shell. 

2.2 Continuous Domains 

A controller relates continuous domains. Boolean rules 
can take subranges as antecedents and yield discrete 
values as consequents, but the results are poor. As 
the match between such a rule-set and a control curve 
is improved, the number of rules increases rapidly to
wards infinity. 

A traditional expert system is not restricted to rules. 
It can comprise both rules and arithmetic functions, 
and the consequence of a rule can be a function that 
derives an output from the inputs. Thus, rules can be 
used to map an assortment of curved patches to distinct 
regions of the control curve. This may be an improve
ment over mathematical modelling in some cases, for 
example where a complete model is not feasible, but 
with the use of functions it retains many of the disad
vantages. It also introduces the problem of matching 
the edges of adjacent patches [14]. 

The inference method used by fuzzy logic [8] pro
vides the alternative approach that we use. Fuzzy in
ference generates a continuous output by applying mul
tiple rules to relate a set of inputs to an output. Each 
rule defines an output point, and the fuzzy inference 
mechanism generates a continuous curve by interpo
lating between them. 

Each variable is represented by a fuzzy membership 
graph, with the variable's range on the x axis, and 
membership (J.t) on the y axis (eg., Bearing in Fig. 1). 
A fuzzy subset maps a sub range of the variable to mem
bership values (eg., West and East in Fig. 1). A rule 
takes subsets as its antecedents, and the strength of 
a rule changes as the inputs move across its subsets, 
changing their memberships. 

Antecedent terms are combined using min for and 
and max for or, and negation is the subtraction of the 
value from 1. A consequent of a rule is a subset whose 
weight is varied by the strength of the rule. The value 
of an output variable is determined by taking the centre 
of gravity of the subsets defined on its range. The sys
tem developer can fine-tune the relationship between 
input and output by adjusting the shapes of the input 
subsets and the weights of the output subsets. 

Fig. 1 shows a simple example where four rules are 
used to control a truck backing up to a dock. It will 
be extended in the Section 5. The input variables are 

1: if Bearing is West and Thrn is Left then Steer is Left 
2: if Bearing is West and Thrn is Right then Steer is Right 
3: if Bearing is East and Thrn is Left then Steer is Left 
4: if Bearing is East and Tum is Right then Steer is Right 

West East 

"oj 
.. ············ ····· ···East= 0.1 

-9o• 

1{mm W~t=OA 
- • go• Bearing 

1 
Left Right 

J.L 

0.5 

.. ............ Right= 0.2 

-180° - 8° 180° Turn 

Rl: min(0.4,0.8) = 0.4, 
R3: min(0.2, 0.8) = 0.2, 

1 
J.L 

0.5 

R2: min(0.4, 0.2) = 0.2, 
R4: min(0.2, 0.2) = 0.2 

:Right: 0.2 

Steer 
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Figure 1: Fuzzy inference applied to a truck backing 
up to a dock. 

the truck's Bearing from the target point, and its Turn 
relative to the bearing. The figure shows the rules con
verting a Bearing of -8° and a Turn of -18° to an 
output Steer value of -10°. The output subsets are 
represented as shapeless weights for reasons discussed 
in Section 4.2. 

Fuzzy controllers traditionally use a matrix represen
tation for rules that requires a distinct rule for every 
combination of input subsets. This structure reflects 
the implementation and is not a very flexible format 
for rule-set design. It may also result in many unnec
essary rules. By using a shell we allow each rule to sam
ple an arbitrary selection of input variables and affect 
an arbitrary number of output variables. This flex
ibility, in conjunction with rapid compilation, allows 
the rule-set designer to focus on and test particular 
control relationships, and to gradually extend the rule
set, retaining only those variables, subsets and rules 
that demonstrate improved performance. The result
ing · economy minimizes controller time complexity for 
serial implementation without compromising the po
tential for parallel implementation. 

Australian Journal of Intelligent Information Processing Systems Winter 1997 



104 

2.3 Real-Time Response 

The inference engine of an expert system is a produc
tion system that is obliged to follow chains of inference 
of unknown length, which may even fail to terminate. 
It is therefore unsuited to control because, to be safe, 
a control system must be deterministic and guarantee 
to meet hard deadlines. Time-sensitive production sys
tems suitable for complex control are being developed 
[5). 

For simpler controllers, the outcome of the complete 
rule-set can be equated with the firing of a single pro
duction rule. In a production system's chain of deduc
tions, the firing of one rule changes the database and 
forces the re-application of the entire rule-set. Simi
larly, each computation of controller output from in
puts is a step in a chain of computations as the con
trolled system changes its world towards a desired 
state. Such a controller responds directly to the world. 
It uses the world as its own model, as Brooks [3) has 
urged that a robot should. · 

It is appropriate, then, that a controller perform only 
a single step of inference at each time step, and our shell 
supports the development of such controllers. To make 
maximal use of its inputs, the controller should act on 
the combined result of all its rules, and fuzzy inference 
make this possible. The restriction on inference depth 
does not defeat the termination problem because the 
controlled system still may not reach its goal. It will 
continue to be responsive though, and therefore to act 
safely, as each inference step is guaranteed to complete 
within specific time limits. 

A small amount of internal state can be maintained 
by intermediate variables that hold results over from 
one time step to the next, but planning is impossible. 
We do not deny its utility, but consider it a distinct 
issue that operates on a different time scale. The flex
ible architecture of our shell allows planners to be in
tegrated with it. 

2.4 Symbol Grounding 

Traditional expert systems are symbolic. Their inputs 
and outputs are text strings that are interpreted by 
a user. The buffering effect of this interpretive stage 
has helped obscure their limitations for real-world ap
plications. Symbol grounding is the name given to the 
grounding of the symbols manipulated in a computer 
system to objects (or at least perceptions) and actions 
in the real world. It is an area in which practical con
trol applications have a large part to play [10). 

The variable names used in a controller script are 
more than just names for control data, they name con
ceptual entities central to the model manipulated in the 
mind of the system developer. Symbol grounding is the 
creation of these entities, and they may not correspond 
directly to quantities offered by the hardware. The 
mapping between hardware control signals and script 
variables may require arbitrary computation, and the 
grounding code is therefore most conveniently devel
oped in an established programming language. 

Structurf! ID Sta.ge I 

Sensors > Input 

Controlled > Va.ria.bles 

Structure ID Sta.ge 11 

&:. Pa.ra.meter ID 

2_ Fuzzy 

> Rela.tions 

System [] Effectors Grounding code I Shell J 
[! Output !< 

Figure 2: The parts of a fuzzy control system and 
stages of system identification. 

The choice of appropriate control variables at an ap
propriate conceptual level is part of knowledge acqui
sition for control. Sugeno and Yasukawa (23) propose 
a fuzzy-logic-based approach to qualitative black-box 
modelling that provides us with a model of the fuzzy 
control equivalent to the knowledge acquisition process. 
Black box modelling involves identifying a model sys
tem that has the same inputfoutput characteristics as 
the modelled system. Since nothing is known of the 
actual mechanism, the designer must propose one that 
exhibits the same behaviour. 

Sugeno and Yasukawa divide model identification 
into sequential stages: Structure Identification Stages 
I f3 II and Parameter Identification. Fig. 2 relates 
these stages to the structure of a control system using 
a shell. Structure Identification Stage I is the identi
fication of the control variables, specifically the choice 
of input and output quantities effective for control. In
put/output relations are identified in Stage 11, and Pa
rameter Identification tunes the parameters (vertex lo
cations) of the fuzzy subsets. 

2.5 Data Structure 

Data structures are a powerful language tool but com
plex constructs such as the frames (12) common in 
knowledge representation risk a cost in both compi
lation and execution time. On the other hand, simple 
constructs that match the structure of the available 
data can reduce computation and considerably simplify 
the control script. Our shell compromises by imple
menting vector variables that allow subsets and rules 
that apply equally to every element to be defined just 
once. In the case of a sonar ring, for example, a single 
vector variable can represent all the sensors. 

The number of elements may vary at run time. For 
example, if a robot system identifies plane wall seg
ments for use as navigation beacons, then the number 
of segments currently detected may vary. Our shell 
handles this situation by having an arity count associ
ated with the vector that can be set at each time-step. 
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3 The Controller Development 
Tool 

FLOPS [4], FEST [25] and LIFE FEShell [24] are ex
pert system shells that have fuzzy extensions to provide 
continuous output. They rely on production systems 
for inference, and the resulting multi-step inferencing 
leads to substantial delays, as described above. Wood 
& Schneider [25], for example, report a 4.5 second time 
step for a FEST application, equivalent to a distance of 
200 metres travelled by the controlled helicopter. We 
require a much tighter control loop to safely control 
autonomous robots. 

A tool that supports the development of high perfor
mance controllers must allow the developer to create 
control variables grounded to control signals, and to 
define relationships between them. Grounding can be 
achieved with a conventional programming language, 
and it would be possible to extend such a language to 
include a syntax for defining the relationships. How
ever, although these two tasks deal with the same vari
ables, they are quite different conceptually, and it is 
preferable to use separate languages. Thus, a controller 
development system must incorporate two languages, 
and provide cross-language linking of corresponding 
variables. 

Fuzzy-C1 and Fide2 are controller development envi
ronments of this sort. They are complex, using multiple 
script-file types, multiple editors and proprietary link
ers. Fuzzy-C supports rule tuning using a simulation of 
the task, or from a remote machine during execution. 
Fide supports rule tuning only with a simulation. 

Our shell is simpler because it is designed primarily 
as a prototyping tool, and because it exploits the sys
tem development task structure identified by Sugeno & 
Yasukawa. No special environment is required because 
it is a C++ object that uses the normal language mech
anisms to integrate with the control system. We chose 
C++ because it provides the necessary object support 
and is also very suitable for writing low-level grounding 
code. 

The control system developer identifies the control 
variables in Structure Identification Stage I, and uses 
C++ to develop the low-level grounding code that cre
ates them from input and output signals. This code 
will not require much subsequent alteration. The shell 
object is linked in to form a complete prototyping con
trol system that compiles and executes a script file of 
relationship definitions at run-time. No source-level re
compilation or re-linking is required, and the update
compile-test loop for Structure Identification Stage 11 
and Parameter Identification is therefore fast and ap
propriate for rapid prototyping. 

In its simplest form (Fig. 3) the control system con
sists of an initialization section that initializes the con
trolled system and compiles the script, and an oper
ating loop that generates control outputs from its in
puts in discrete time steps. The shell has four methods 

1 Fuzzy-C is a trademark of Togai InfraLogic Inc. 
2 Fidl! is a trademark of Aptronix Inc. 

Si111 sim; 
Shell shell ; 
float bearing, turn, steer; 
const float bounds[2] = {-90.0, 90.0}; 
int arity = 1; 
shell.variableln("Bearing", tbearing, 

tarity, bounds); 
shell. variableln("Turn", tturn); 
shell.variableOut("Steer", tsteer); 
shell.compile("steer.scr"); 
vhile (!sim.finished()) { 

} 

bearing= sim.bearing(); 
turn~ sim.turn(); 
shell. infer() ; 
sim.step(steer); 

Figure 3: Using the shell's program interface. 

Bearing is input float from -90 to 90 
Turn is input float 
Steer is output float 

Figure 4: The declarations in the initial script. 
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with which the control system manages it. The initial
ization part calls variablein or variableOut for each 
control variable to declare it to the shell, and then calls 
compile to compile the script. The arity and bounds 
are optional arguments to variable. At each iteration, 
the operating loop generates values for the input vari
ables from the input signals, calls infer to update the 
output variables according to the fuzzy relationships, 
and uses them to generate the output signals. 

A control system is not limited to this simple form. 
A complex system may require multiple sets of fuzzy 
relationships, applicable in different situations. It may 
also use the output variables of one script as input to 
higher-level relationships defined by another script. 

4 The Shell Script 

To ensure consistency, or in case the script and ground
ing code authors are not the same person, the control 
system passes on the variable declarations that were 
provided by the calls to variable to the script author 
as an initial script. The control system creates this ini
tial script and exits if it cannot find the script file. The 
script author edits and develops the initial script and 
re-runs the control system to prototype it. 

4.1 Variables 

A script variable definition consists of a declaration 
and zero or more trailing subset specifications. The 
declaration comprises all the arguments to variable 
except the data address. Fig. 4 shows the script dec
larations generated from the variables exported to the 
shell in Fig. 3. The ancillary words, such as "is" and 
"fr(;)m" are optional. The arity comes before the 10 di-
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0.5 

Rect 

Slope 
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.Wedge1 is a to a to b to c 

. Trapezium is a to b to c to d 

. Triangle is a to b to c 

.Rect is a to b 

.Line is a 

.Wedge2 is a to b to b 

Line Wedge2 

a a b 

Figure 5: Trapezoidal shape specification. 

rection but it is optional, and omitted, if it is "1". The 
IO direction declaration is optional because any vari
able not declared by the grounding code is assumed to 
be intermediate. The bounds can be specified by the 
grounding code or the script author. If given, they are 
used to check all subset vertices. 

4.2 Subsets 

The use of linguistic terms is one of fuzzy control's 
prime claims to simplicity and ease of use. In prac
tice, these terms must be tied numerically to subset 
shapes, and the potential for variety of shape is a major 
loop-hole where complexity can be re-introduced. The 
standardization and simplification of subset shapes is 
therefore an important area of research. Some work 
suggests Gaussian curves and other complex shapes 
(e.g., [1, 20]), but practical real-time systems (e.g., [13]) 
commonly use trapezoids. Trapezoids are suitable for 
control because they lead to simple computations with
out appreciable degradation of performance. 

A subset specification syntax should be simple and 
minimize the potential for confusion and error in fuzzy 
relation definition. Fig. 5 illustrates the syntax we use 
for specifying individual subsets. It allows output sub
sets to also have trapezoidal shape, but we recommend 
the use of weighted singletons-shapeless vertical lines. 
They are simpler, and can often be further simplified 
by using a default weight of one throughout. The shell 
implements the correlation-product inference method, 
which does not use the shapes of output subsets be
cause the use of that extra information complicates the 
developers understanding of the inference. 

A fuzzy subset does not operate in isolation. A vari
able's subsets are usually intended to provide a com
plete cover over its range. There are instances in the 
literature of subset covers with irregular distributions 
and irregular regions of slope that do not overlap (e.g., 
[22, 8]), but commonly subsets and their overlap are 
regular (e.g., [2, 7, 15]) and often slope only occurs 
at overlap (e.g., [6, 15, 13]). A cover of subsets with 
regular overlap between neighbours is hard to repre
sent and maintain with a collection of individual subset 
specifications because the simple relationship between 

ti. 1~A BC 
0.5 

0 
20 50 70 

tJ. 

1

J /\AA 
0.:~ 

0 20 50 70 
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Figure 6: Semi-regular cover specification. 

(0 A B C 85 85)10 
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a. 
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(0 A B C 85 85) 40% 40% 

b. 

Figure 7: Fully regular cover specification. 

the vertices of successive subsets is obscured by their 
textual independence. We therefore define a multiple 
subset cover to consist of a series of subsets with slope 
only at overlap, and our shell has special syntax for 
specifying them. 

We divide covers into the semi-regular and fully reg
ular types shown in Figs 6 & 7. The subsets of a semi
regular cover are specified explicitly in a shape list, but 
the toe and crest of neighbouring subsets are initially 
assumed to match, and a single value is given for both. 
The left-most subset in a shape list is represented by 
two vertices followed by its name and one or two more 
vertices. The next subset assumes the last two vertices 
of the previous subset to be its first two vertices, so 
its name comes immediately after the last toe vertex 
of the previous subset, and is followed by one or two 
more vertices. 

In Fig. 6a for example, A is specified with toe 0 and 
crest 20 before the name, and crest 30 and toe 50 af
ter. B uses the 30 and 50 from A as its first toe and 
crest, and is followed by 70 for its final toe. C takes 
the preceding 50 and 70 as its first toe and crest, and 
ends the definition with a repeated 70 for its final toe, 
making it a wedge. 

An optional toe retraction quantity following the 
closing bracket reduces the overlap. It can be speci
fied either as a fixed value in the variable's units or a 
real number followed by % that specifies the perce~tage 
of each gulf between the crests that does not overlap. 
In Fig. 6b all toes are retracted by 4 units leaving 8 
units, or 40%, of the distance between the crests not 
overlapping. 

The subset shapes of a fully regular cover are calcu-
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lated automatically, and only its bounds and the names 
are supplied in a name list. Each non-wedge subset 
in the cover is identical and symmetrical, and over
lap between neighbours is identical but not necessarily 
complete. An end wedge subset is a standard subset 
cut in half, and it is specified by duplicating the first 
or last bound. A value representing the proportion of 
each subset width that is at a membership of 1 (the 
peak width) can follow a name list. It defaults to 0 for 
triangular subsets. A toe retraction quantity can be 
appended. 

With this special syntax, subset covers can be spec
ified with ease, and with confidence that the subsets 
are regular and properly matched. 

4.3 Rules 

A rule consists of the key word "if", a condition part, 
the key word "then" and a consequent part. The condi
tion part is a straightforward expression tree of input 
terms, and the consequent is a list of output terms. 
Negated output terms are assigned the negation of the 
rule's value. Sub-expressions present in more than one 
rule are evaluated only once, making them effectively 
script author defined higher-level variables. The spe
cial subset names Thue and False may be omitted in the 
condition part of a rule, as they are deduced from the 
context. A term with no subset specified is assumed to 
refer to a subset True, a negated one to False. If Thue 
is assumed, but only False defined, then not False is 
assumed. The inverse works for an assumption of False. 

Variables with arity greater than one are called vec
tor variables (VVs). They require careful handling in 
rules. In the condition part of a rule, a vector term 
is either a VV term, or two vector terms of the same 
arity joined by a conjunction. Conjunctive operations 
within a vector term are performed element by element. 
A scalar term is anything else: a non-vector variable 
term, the conjunction of two scalar terms or the con
junction of two terms of differing arity. A vector term 
can also be forced scalar by suffixing the conjunction 
with '1'. 

A vector term is converted into a scalar term by se
lecting the element that will give the rule its highest 
activation. If the rule were duplicated to create one in
stance per element then the instance with the highest 
activation would over-ride the rest, and therefore only 
the element that gives this activation need be consid
ered. Selection of this element depends on the nega
tion status of the term. If the term is not negated (or 
is negated an even number of times in the expression 
tree) then the largest element is chosen. If the term 
is negated an odd number of times then the smallest 
element is chosen. 

If the condition part of a rule is a vector term and a 
consequent term has the same arity then, again, the op
eration is performed element by element. The rule be
comes effectively a family of rules relating correspond
ing elements of condition and consequent terms. If the 
arity of a consequent term differs then the condition is 
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a) Kosko's controller b) Boolean rules 

~I ~-------'11 ~ 
c) The controller in Fig. 1 d) The controller in Fig. 9 

Figure 8: Truck paths using different rule sets. 

made scalar, and the consequent's elements are treated 
as distinct terms. Again, the condition part can be 
forced scalar by suffixing the then with '1'. 

5 A Simulation Application 

For the first application we use the truck backing-up 
problem given by Kosko [8]. This allows us to demon
strate rules scripted from a matrix-based controller, 
and prototyping a controller from scratch using differc 
ent control variables. The task is to back a truck from 
any location and orientation in a rectangular yard up 
to the middle of a dock that forms one of its sides. Here 
the grounding code does not ground terms to sensors 
and actions, but is itself a simulation of the problem. 

Fuzzy rule matrices are easily translated into text 
rules for the shell, and Fig. 8a shows the results ob
tained from a shell implementation of Kosko's rule set 
[8). It has 35 two-term rules that take orientation and 
lateral position as inputs, and give steering angle as 
output. With this rule-set the truck follows the same 
path irrespective of its perpendicular distance from the 
dock, and it can therefore have trouble when this dis
tance is small. For example, the lower path in the figure 
reaches the dock before the truck is aligned. 

Fig. 8b shows the result of making these rules 
boolean. Note the over-shooting of the goal, and the 
knees formed when the control point moves from one 
rule to another. The continuous control output derived 
from fuzzy rules does a much better job. 

The lower two trials are the result of our own pro
totyping development. We identified the input vari
ables shown in Fig. 1 because they are closer to the 
driver's view than the global x coordinate and orien
tation used by Kosko. Such values should be easier 
to obtain from sensors and they can be the source of 
substantial economies in problem representation [16). 
They improve performance here by loosening the turn 
for starting points with small perpendicular offset so 
that the truck can reach the mid-line further from the 
dock and has space to align itself before reaching it 
(Fig. 8d). 

The shell allows us to develop the rule-set incre
mentally, adding subsets and rules only as required. 
Fig. Se shows the behaviour obtained from the tiny 
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Bearing is input fioat 
[ -90 -90 Left -48 -8 CentreLeft -4 4 

CentreRight 8 48 Right 90 90] 
Turn is input float 
[ -180-180 Left -30 0 Zero 30 Right 180 180] 
Steer is output float 
.Left is -20 
.CentreLeft is -2 
.CentreRight is 2 
.Right is 20 

if Turn is Left and Bearing is not Right 
then Steer is Left 

if Turn is Left and Bearing is Right 
then Steer is CentreLeft 

if Turn is Zero and Bearing is Left 
then Steer is Left 

if Turn is Zero and Bearing is CentreLeft 
then Steer is CentreLeft 

if Turn is Zero and Bearing is CentreRight 
then Steer is CentreRight 

if Turn is Zero and Bearing is Right 
then Steer is Right 

if Turn is Right and Bearing is Left 
then Steer is CentreRight 

if Turn is Right and Bearing is not Left 
then Steer is Right 

Figure 9: The rule-set for truck backing up. 

wall 

~desired 
~ (220°) 

Figure 10: The wall and desired sectors. 

first-cut rule set of Fig. 1. The truck turns and heads 
for the dock, but does not align with it. It should 
correct its orientation by first heading for the mid-line 
back from the dock, aligning and then approaching. 
To achieve this it must steer across the bearing, and 
this is achieved by the rule set shown in Fig. 9. It is 
significantly simpler than Kosko's matrix of 35 rules. 

6 A Mobile Robot Application 

In the second application, two instances of the shell are 
used in a control system for wall tracking for a mobile 
robot with a ring of 16 sonar sensors [18]. The control 
system is based on a sector model. The sensors divide 
the circumference of the robot into 16 equal sectors 
of 22.5°, the sector angle (Fig 10). The robot initially 
identifies a sector containing an orthogonal wall nearby, 
the wall sector. It then turns a multiple of the sector 
angle such that the desired sector for the current range 

67.5° sector 

22.5° sector 

0° sector 

Figure 11: The path to approach the wall. 

Range is 16 input int 
.Near is 0 0 2000 

ddRange is 16 input int 
.Flat is 0 0 200 
.VeryFlat is 0 0 50 

Sector is 16 output int 
. Useless is 0 
.Wall is 500 
.Strongly Wall is 1000 

if Range is Near and ddRange is Flat then Sector is Wall 
and Sector is not Useless 

if ddRange is Very Flat then Sector is Strongly Wall 

Figure 12: The wall identification script. 

faces the wall. Then, as it approaches the wall, the 
robot turns in steps, changing the wall sector at preset 
range thresholds such that it converges to a parallel 
track (Fig. 11). 

The first instance of the shell was used to develop the 
initial wall sector identification. The script is shown in 
Fig. 12. We identified nearness and flatness as pos
itive indicators. Nearness is desirable in a sonar re
turn because it indicates a close wall, and also that 
the return is unlikely to be the result of multiple re
flections. To establish flatness, the robot moves in a 
straight line, performing three complete scans of the 
sonar ring. ddRange is the double differential of the 
three ranges: (R3- R2)- (R2- R1). It is a measure of 
the eo-linearity of the three returns, and hence of the 
flatness of the surface perceived. The maximum Sector 
value indicates the most promising sector. Initially, we 
used only the first rule, and used prototyping to find 
effective subset points. We then introduced the second 
rule to increase the appeal of strongly eo-linear returns. 

As the robot moves towards the wall, it must keep 
the sensor orthogonal to the wall to preserve the accu
racy of the return [9]. The second instance of the shell 
was used to develop the controller for this. The script 
is shown in Fig. 13. The neighbouring sensors are far 
from orthogonal to the wall, so their returns cannot 
be used to establish its angle. We therefore identi
fied the difference between successive returns from the 
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Difference is 1 input int 
[-30 -30 Negative Positive 30 30) 

Error is 1 input int 
[-80 -80 Negative Positive 80 80) 

Turn is 1 output char 
.Out is 65 
.SmallOut is 15 
.Zero is 0 
.Smallln is -15 
.In is -65 

if Difference is Negative then Turn is Out 
if Difference is Positive then Turn is In 
if Error is Positive then Turn is Smallln 
if Error is Negative then Turn is Small Out 

Figure 13: The orientation control script. 
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Figure 14: The robot's actual path. 

wall sensor as the controller input. The raw difference 
changes with the angle of approach to the wall, so the 
grounding code subtracts the expected closing distance 
for the current wall sector from it before it is used by 
the script. The output, Turn is the rate of turn. 

We first obtained good results through prototyping 
using only Difference, and then we introduced Error to 
make the robot converge on the exact tracking distance 
once it is parallel to the wall. When the error is outside 
the range defined for Error, it has no ~ffect. The two 
new rules only fire when the 90° sector faces the wall 
and the robot is ready to home-in on the exact tracking 
distance. 

Fig. 14 shows an example run. Wall identification 
occurs during the initial straight section moving away 
from the wall. The robot then turns, approaches the 
wall and tracks it. Note that the robot corrects its ori
entation to the wall slightly after each turn, and moves 
in to the exact tracking range once it is parallel. The 
system has been used to handle corners by monitoring 
the forward-facing sensor and switching control to that 
sensor when its range return makes it the desired sen
sor. The robot then performs its stepped turn to align 
with the new wall. 
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7 Conclusion 

We have outlined the differences between traditional 
applications of expert system shells and the controller 
development task, and described the architecture ofthe 
shell we have developed for rapid prototyping devel
opment of controllers. The shell uses fuzzy inference 
to obtain continuous output, a single step of inference 
at each time step to guarantee real-time response, al
lows script symbols to be grounded via a base program
ming language, and implements vector variables to take 
advantage of structure in the control data. We have 
briefly described two example applications of the shell 
that demonstrate its effectiveness in differing tasks. 

Fuzzy inference allows us to take a rule-based ap
proach to controller development. By prioritizing the 
identification of control variables and the development 
of control relations, we have been able to create a rapid 
prototyping environment for the latter, while allowing 
the control variables to be implemented in an estab
lished programming language as part of a larger con
trol system. The shell is very easy to integrate into a 
control system, and multiple instances can be used to 
handle different parts ofthe control system's task . 
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Abstract: 
Corporate failure is an important issue to understand, and, if possible, predict. In this paper we present Artificial Neural 
Networks as potential tools to predict corporate failure, and apply the technique to the current Australian industrial 
environment. We investigate the effectiveness of Neural Networks for the application of predicting corporate faillU'e, as 
well as the influence the network topology has on this application. Significant impacts that the selection of inp11t 
variables has on the network performance are also discussed in detail. It is shown that the overall quality of resultant 
prediction models, in terms of prediction accuracy, explanation capacity and generalisation ability, vary greatly across 
techniques and the groups of explanatory variables selected. Subsequently, a best neural network is selected as the 
foilure predictor for the application. Comparison with statistical analysis method based predictors shows that the neural 
network model is superior. 

keywords: Corporate failure, financial ratios, statistical analysis, multiple discriminant analysis, logistic regression, 
artificial neural networks, prediction risk. 

1. Introduction 

The failure of a corporation, defined as the termination of 
operations with resultant loss to creditors, poses grave 
problems for credit institutions, and results in significant 
costs to society in terms of employment, productivity, and 
stability. It is highly desirable that accurate tools be 
available for predicting such an event so that steps can be 
taken to avoid it, or at least to reduce its impact. 
Researchers and corporations bave made great efforts to 
develop models as decision aids for failure riSk evaluation. 
The techniques employed to build up these models are 
varied. Most academic workers use some form of 
statistical aualysis. Typical examples are Multiple 
Discriminant Analysis [1,2] and Logistic Regression [14]. 
Judgemental procedures, such as a check-list of factors, 
are widely used by finance analysts and other 
practitioners. In recent years, Artificial Neural NetwOiks 
have shown great potential in this area, and have received 
interest from both academic and industrial circles (see for 
example,[3], [5], [8], [12], [15]). 

Among the above studies of using Artificial Neural 
Networks for corporate failure prediction, most have 
focussed on the effectiveness of back propagation 
networks (the most frequently used neural network 
architecture) relative to benchmarks represented by the 
conventional statistical techniques listed above. As 
pointed out by Boritz et al [5], there is only limited 
understanding about the degree to which the results m: 
constrained by the choices of input variables, models and 

model structuret. ~ other techniques, the neural netwodt 
approach can be significantly influenced by such choices. 

It is also worthwhile to note that, like other techniques, 
the effectiveness of the neural netwodt approach may also 
be influenced by the environment in which it is applied. 
The quality and reliability of financial data as weD as 
market conditions for corporate failure may be different 
from oountty to countiy. Most of the above mentioned 
studies centred on American data and therefore American 
market conditions, only some of them reported the 
experiences of other countries such as Italy [3], Japan [17] 
and Korea [12]. 

In this research, we used Artificial Neural Networks to 
predict corporate failure in the current Australian 
industrial environment. The influeooe of the choices of 
input variables, models and model structure on the 
netwodt performance are discussed. Results achieved are 
evaluated by a comprehensive set of statistics, and 
compared with what has been obtained with the statistical 
aualysis approaches. 

2. Testing the Generalisation Ability of 
the Prediction Model 

The ability to generalise, (ie., being able to produce 
accurate results on data not used to develop the model), is 
ooe of the most important criteria for estimating the 
success of a prediction tool. The concept of generalisation 
can be defined precisely as prediction risk: the expected 
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performance of an estimator on new ob8ervations 
(Appendix 1). 

Prediction risk represents the future performance of a 
model. Hence, the value of the prediction risk cannot be 
calculated directly, but rather must be estimated from the 
available data. The standard method of estimation is based 
on test-data validation. The experiment data set is divided 
into two subsets: a training-subset (used to create the 
model) and a validation-subset (observations which have 
not been used during the model's construction). The 
prediction risk is estimated according to the model's 
performance in its processing of the validation-subset. 

When the volume of data available for validation is 
limited, an alternative approach must be found. Given the 
limited amount of data available to us for the research 
reported in this paper, we employed a cross-validation 
process. 

Cross-validation is a sample re-use method for estimating 
prediction risk. It makes maximally efficient use of, and 
minimal assumptions about the available data [13, 16]. 
This method. as well as its modified version koown as v
fold cross-validation (Appendix m, has been successfully 
applied in previous studies (see, for example, 
[8],[10],[18]). In this work. we use the v-fold cross
validation prediction risks as the estimation criterion to 
assess the generalisation ability of all resultant models for 
corporate failure risk evaluation. 

3. Description of the Research 

3.1 Experiment Data 

In this study, a data sample of 49 Australian companies 
was used. The data included 9 companies that failed in 
1996 with available data for four years prior to failure. 
These companies were selected from the failed companies 
listed by the Australia Stock Exchange. The state of 
business failure for a company is defined as follows: 

• Companies which have applied for, have started, or 
are under a process of corporate clearance. 

• Companies which have quit or closed for business. 
• Companies which have been reported as withdrawn or 

terminated from listing on the Australia Stock 
Exchange. 

• Companies which have had losses for three 
consecutive years and are under legal control. 

In practice, the prediction of failure risk is a sophisticated 
procedure. Generally an organisation being evaluated is 
estimated and placed in an ordinally ranked risk categocy, 
based on its past financial status, current general 
performance, and future prospects. A comprehensive set 
of ri&k measures regarding the failure's causes and 
symptoms needs to be appraised. 

To build up a tool for corporate failure prediction, one 
should, therefore, make use of both quantitative and 
qualitative information in order to enhance the model's 

discriminant ability and make the model able to detect the 
failure risk at an early stage [4,19]. In this paper we 
present only part of the results of our research project, that 
is, using pure quantitative financial data as input to build 
up models for prediction of corporate failure in Australia. 

The whole set of financial variables analysed were: 

XI: Totalliabilitieslfotal assets~ 
X2: Cash flowffotalliabilities~ 
X3: Current assets/Current liabilities~ 
X4: Sales/Total assets~ 
XS: Net profit before taxffotal assets~ 
X6: Net profit after taxffotal revenue; 
X7: Total Revenue Growth; 
XS: Net profit after tax (NPAT) Growth; 
X9: (Current assets- Current liabilities)ffotal assets. 

The sample companies were classified into two predefined 
categories of risk: d = 1 meaning 'acceptable' (healthy 
company)~ d = 0 meaning 'unacceptable' (company with 
high risk of failure). In order to use the v-fold cross
validation approach to estimate the prediction risk, the 
sample data set was divided into v = S subsets. Each test 
set had 7 rotationally selected observations, 6 from the d 
=1 {healthy) group, 2 from the d = 0 (risky) group, 
making 56 observations in total. This also provided 7 
training sets for each with 40 observations. or 280 
observations in total. 

3.2 Statistical Analysis 

We initially considered a number of statistical techniques 
for this type of analysis: 

• Multiple Linear Regression 
• Multiple Discriminant Analysis 
• Logistic Regression 

Multiple linear regression is a flexible and well known 
method for analysing data. It is used for both summarising 
and understanding the relationships among quantitative 
data. In our case, however. where the dependent variable 
could only have two values: risky (0) or healthy (1). this 
technique posed difficulties. The assumptions necessary 
for hypothesis testing in regression analysis are 
necessarily violated in this situation. 

Multiple Discriminant Analysis (MDA) is a statistical 
technique for direct prediction of group membership. 
MDA classifies a population into a number of groups 
based on a number of explanatocy variables which are 
combined in a linear equation to derive a z-score for each 
group. This z-score can then be calculated for any member 
of the population for which we have the explanatocy data, 
and a group deduced. 

MDA technique, however, also encounters some 
problems. The basic assumptions underlying the method, 
namely the multivariable normality of the independent 
variables and the equal variance-covariances in the two 
groups, are vecy often violated in practice. Nevertheless. 
MDA is the method most frequently used in previous 
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failure research (see, for example, [1],[2],[3],[7],[11]). We 
therefore conducted an MDA experiment. Using the data 
descnbed in 3.1 above, a discriminant function was 
derived and a z-score was calculated acoordingly. We 
applied this score to both training data set and validation 
data set. Companies within the respective data set were 
classified as one of the two groups: healthy and failed. 

Logistic regression (LR) is another statistical technique 
for group membership prediction. It is similar to multiple 
linear regression but differing in that the statistical 
premise that it is based on is appropriate to the analysis of 
a binaJy response, for example healthy/risky, In logistic 
regression, the probability of an event occurring can be 
directly estimated For the case of a single independent 
variable such as the estimation of corporate failure, the 
logistic model can be written as: 

I 
Prob(bealth)= = -------

I +exp(-Z) I +exp[-(a +btXt+ ... +bpXp)] 

The probability of failure is estimated as 
Prob (failure) = 1- Prob (health) 

The a and b coefficients are chosen so as to maximise the 
joint probability of health for the known healthy 
companies, and the probability of failure for the known 
failed companies. The . relationship between the 
independent variables and the probability is nonlinear, 
and the probability estimates will always be between 0 and 
1, regardless of the value of Z. This technique makes mr 
fewer assumptions than most of other statistical methods. 

Using the data described in 3.1, an optimized LR model 
was developed. Prediction results of this LR and above 
mentioned MDA models are discussed in section 4.4 of 
this paper, to compare the perfomiance of the artificial 
neural network model. 

3.3 Neural Network Modelling 

Neural networks are a biologically inspired computation 
technique, designed to emulate or mimic the functions of 
the human brain (but not, of course, to exactly replicate it). 
The components of Artificial Neural Networks are based 
on a simplistic mathematical representation of what people 
think biological neural networks loOk like: 

Biology Comoutation 

Neurons +--+ Nodes 
Dendrites +--+ Input Signals 
Axons +--+ Output Signals 
Synaptic Strengths +--+ Associated Weights 
Synapses +--+ Input Connections 
Axonal projections +--+ Output connections 

Neural networks are nonlinear dynamic computational 
systems where, rather than relying on a number of pre
determined assumptions, data is used to form the model. 
They are therefore potentially capable of handling the 
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noisy and approximate data that are typical in the domain 
of failure risk analysis. When using neural network 
techniques. model developers do not Deed to deal with the 
assumptions which are imposed by statistics and which 
limit their modelling ability. The primary disadvantage of 
neural networks is that the lack of a theoretical base to 
models developed makes explanation of model 
performance difficult. 

The 8l'Chitectures and learning algorithms for neuml 
network models are many. Most applications utilise a 
three layer backpropogation design, as illustrated in Fig I. 
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In such a model, when the input neurons receive data ( in 
our case the e:xplanatoly variables), a calculation is 
performed at each neuron, with a subsequent signal sent 
to each connected hidden neuron, which in turn passes a 
signal to each output neuron. The output layer then 
performs the evaluation (in our case the prediction of 
corporate failure risk). 

The calculation performed at each neuron is determined 
by an activation function (usually logistic, linear, linear 
threshold or hard limiting (on/oft)). The size of the signal 
passed between any two neurons depends on both the 
activation function and the weight of the connection. As 
with the logistic model, the output (prediction result Y) of 
such a model can be constrained to values from 0 to 1. 

The neural network learns by using training data. Iftput 
attributes are supplied and resultant output is compared to 
the desired output. The network then adjusts the 
interconnection weights between layers. This process is 
repeated until the network performs well on the training 
set The network can then be assessed on data not 
included in the training set, the validation data, to 
estimate its perfo_nnance. 

In the development of neural networks, the selection of 
the inputs is a very important issue to be considered. The 
inclusion of too many variables as inputs may result in a 
network "memorising" the training set, thereby ·making 
the model useless for predictive purposes [9]. Using more 
input variables may need to use more hidden neurons [6] 
which in turn can lead to the "over learning". Too few 
variables, on the other hand, may result in the omission of 
valuable information. In our experiments, a group of 
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models was built using different numbers and types of 
explanatory variables as inputs. 

Selection of the number of bidden neurons is 3nother 
basic decision to be made in building neural networks. 
Heuristics have been suggested (see for example [6]), but 
care must be taken when using them in practice, as the 
issue may be case dependent and an inappropriate 
decision may degrade the networks' accuracy in 
generalisation. We therefore tested a wide range of hidden 
neuron numbers in order to achieve an optimal 
generalisation. 

In a neural network, the calcuJations performed at each 
neuron are determined by an activation function which 
may be of various mathematical fomis, as mentioned 
before. The intensity of the signal passed between any two 
neurons depends on both the activation function and the 
weight of the connection. While connection weights will 
be modified during training of the network as observation 
patterns are passed along, activation functions should be 
decided before the network training. ' 

Tbe selection of an activation function for the hidden 
layer is most important, since this is the layer that actually 
performs the feature extraction from the patterns 
processed. For an empirical estimation, a group of neural 
net models was designed to study the network's 
performance, with Logistic, Gaussian, Tanh, and 
Gaussian Complement as their respective hidden layer 
activation functions. 

As indicated above, the selection of network model and 
model structure is another important issue needing more 
detailed study. Regarding this, we designed an experiment 
to investigate the eligibility of different network 
configurations for the purpose of failure prediction. 

4. Empirical Results and Discussion 

Tbe empirical results are described below in four respects. 
The first part is an investigation of model input selection. 
Tbe second part discusses the influence the number and 
the activation function of the bidden neurons had. 
Following this, the structure of the network models is 
considered. Finally, we make a comparison between the 
optimal neural network model with its statistical based 
counterparts. 

In order to estimate the quality of resultant models from 
several aspects, a group of five statistics was chosen as 
standard criteria to evaluate the models' performance. 
These statistics were: 

• R-Squared Coefficient (RSQ) which measures the 
actual variation explained by the model (ie. the 
capacity of explanation), ranging from 0 (none 
explained) to 1 (all explained); 

• Normalised Root Mean Squared Error (NRMSE), 
which measures the average evaluation error, 

• Percent Correctly Predicted, which measures the 
percentage of healthy/failed companies correctly 
estimated; 

• Misclassification Rate, categorised as Type I E"or 
(which measures the frequency of incorrect 
classification of failure as health) and Type 11 error 
(which measures the frequency of incorrect 
classification of health as failure); 

• Cross-Validation Prediction Risk, which measures 
the accuracy of a model when being applied to new 
data (ie, the generalisation ability). 

4.1. Input Variables of the Neural Network 
Models for Corporate Failure Prediction 

Picking which variables to include in a neural network is 
crucial to model performance. Knowing what kind of 
information is relevant is the key to a successful 
implementation of neural network design. 

In our application, we used the financial ratios as the 
explanatory variables to implement a neural network 
model as the failure risk predictor. Ratio analysis is often 
employed by management accountants and financial 
analysts, and is found to reveal conditions and trends that 
often cannot be noted by inspection of the individual 
components of the ratio. Ratios may not be significant of 
themselves but assume significance when they are 
compared with (1) previous ratios of the same company 
(trend analysis), (2) some predetermined standard (target 
analysis), (3) ratios of other enterprises in the same 
industry (comparative analysis), (4) ratios of the industry 
as a whole within which the company operate (behaviour 
analysis). 

An important decision in using continuous-valued data 
like financial ratios is whether to use actual amounts or 
changes in amounts (i.e. differencing from pre-year to the 
present). For neural network applications in financial 
modelling, it is often helpful to create additional input 
variable derived from differencing or manipulating the 
raw input data one already has. 

For the purpose of predicting corporate failure based on 
the company's financial statements, we found that 
differencing some data significantly improved the 
predicability of the resultant model We started by using 
ratio data drawn directly from a certain year's balance 
sheets to build up the neural network models. The results 
achieved were not good. We therefore decided to create a 
new group of variables as the network inputs. The 

modified variables dXi (i = 1 to 9) were derived from the 

difference of the financial ratios Xi (i = 1 to 9) 
respectively listed in the balance sheets 1994 and 1993. 
After using the modified explanatory variables, 
performances of the resultant models were improved 
significantly. Taking an example of the neural network 
(model lll) in Table I, which includes dXl, dX4, dX6, dX9 
as inputs, it achieves high quality in terms of the 
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explanation capacity and the generalisation ability, whilst, 
the misclassifkation rates of the model, especially the 
important Type I error, are very low. 

Picking how many variables to use as input for a 
prediction model is another important issue to ensure the. 
neural network predictor works properly. This question 
can, unfortunately, only be answered only through trial 
and error. In our case, the appropriate number was 
determined to be 4 as illustrated in Table I(a) and I (b). 

When building up a neural network, one might expect to 
achieve a better explanation capacity for the model by 
including more variables as the model input. This is not, 
however, correct in all applications. Taking our 
experiment results as an example, the 4-input model 
demonstrated better (for training data), or at least the 
same (for validation data), perfonnance when compared 
with the 5-input models. 

AIIU :at Moiell Mollelll Model m MolleiiV 
CllfeMry 4-inputa !1-inpub 4-inputs !1-inputs 

%Correct 
Predktloa 97.!10% 9!1.00% ,,01% 99.00% 

~I Error 16.67% 33.33% 8.84% !10.00% 

Tnen Error 0 0 0 2 .. 94% 

RSQ 0.810 0.630 0.925 0.314 

NRMSE 0.32!1 0.478 0.133 0.676 
PndidiGB 
Risk 0.02!1 0.0!10 0.011 0.100 

Tlble I Cal: Influence of Input Variables 011 the ANNs 
Model Performance (Training Data Set) 

All I d Mollel.l Mollelll Mollelm .MaWJV 
CatHon" 4:iqJW 5-iQIW 4-QJuts !i-Qutl 
%Correct 
Predlctioa 7!1.00% 7!1.00% 98.21% 87.!1oe..-

~I Error so.ooe..- !10.00% 2.38% SO.OO% 

~n Error 16.67% 16.67% 7.14% 0 

R.SQ 0.111 0.111 8.918 0.429 

NRMSE 0.817 0.817 0.065 1.281 
PndidiGB 
Risk 0.2!10 0.2!10 0.018 0.12!1 

Table I (bl: Iafluence of Input Variables 011 the ANNs 
Model Penormuce (Validation Data Set) 

Where: 
Model I includes variables XI, X4, X6, X9 as inputs, 

datadrawnfromyear 1994; 
Model II includes XI, X2, X4, X6, X9 as inputs, data 

drawn from year 1994; 
Model m includes dXI, dX4, dX6, dX9 as inputs, data 

derived from the changes of balance sheets of year 
1994 and year 1993. 
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Model IV includes dXI, dX2, dX4, dX6, dX9 as inputs, 
data derived from the changes of balance sheets of 
year 1994 and year 1993. 

and: 
XI: Total liabilities/Total assets; 
X2: Cash tlowfl'otalliabilities; 
X4: Sales/Total assets; 
X6: Net profit after taxfl'otal ~evenue; 
X9: (Current assets - Current liabilities)fl'otal. 

Neural network design: 
Backpropagation 4layers jump connections; 
Learning rate= 0.038; Momentum factor= 0.14; 
Activation Functions of hidden layer: Gaussian. 

4.2 Hidden Neurons and Activation Function 

Table II below indicates the significant impact the number 
of hidden neurons and the choice of hidden layer 
activation function bad on the network performance. With 
the same number of hidden neurons, when different types 
of activation function were used, the performance of the 
resultant network model varied greatly, in terms of the 
prediction accuracy, the explanation capacity, and the 
generalisation ability. 

There are wide ranges of choice on the number and 
activation :functions of hidden neurons. The answer to the 
question that which combination would be the best is 
really case dependent. At this stage of the technology 
development, trial and error still appears to provide the 
principal mechanism for determining the optimal neural 
network architecture. 

A111111 led MolleiV MolleiVI Mollelm MMelVII c....,. 4 +4 6+4 4 +4 6 +4 
AF:Tanh AF:Tanh AF:a..im F:a-iln 

%Cernd 
PndidiGB 87.!10% 89.!111% ,.01% 87.!10% 

TJpeiKnw 7!1.00% SO.OO% 8.84% 7!1.00% 

TJpeUKnw 0 2.!10% • 0 

RSQ 0.217 0.336 o.m 0.223 

NRMSE 0.818 0.667 0.133 0.7!16 
~ 
Risk 0.12!1 0.104 0.011 0.12!1 

Table U: Influence of Hidden Neuroa Numben aad 
Activation Function 

Where: 
Model V consists of 2 jump connected hidden layers, 

with each including respectively 4 and 4 neurons 
and taking Tanh as the activation function; 

Model VI consists of 2 jump connected hidden layers, 
with each including respectively 6 and 4 neurons 
and taking Tanh as the activation function; 

Model m consists of 2 jump connected hidden layers, 
with each including respectively 4 and 4 neurons 
and taking Gaussian as the activation function; 
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Model VII consists of 2 jump connected hidden layers, 
with each includiDg respectively 6 and 4 neurons 
and taking Gaussian as the activation function. 

Input variables: 
d.¥1: Total liabilities/Total assets 
d.¥4: Sales/Total assets 
d.¥6: Net profit after tax/I'otal revenue 
d\'9: (Curmlt assets- Current liabilities)lfotal assets. 

4.3. Selection of Model Structure 

As discussed above, the application of the neural networks 
to prediction of corporate failure is constrained by the 
model architecture used. For our application, we designed 
neural network models with different configurations to 
test their eligibility as failure risk predictors. These 
network configurations included: (1) standard connected 
backpropagation network with three or four layers; (2) 
Jump connected backpropagation network with three or 
four layers; (3) Mixed activation networks: a) two hidden 
slabs standard coonected; b) three hidden slabs standard 
connected, and c) two hidden slabs with jump connection. 

Table m below lists some of the prediction results these 
models achieved. Clearly, model performance varied 
greatly across network topology selected. 

All IF 
t 

MMel M«** MMel MMel 
Catqory vm m IX X 

"'Correct 
PreUdloa 9S.83% ,.01% 93.7S% 87.SO% 

TDeJEn-or 2S.OO% 8.84% 37.50% 7S.OO% 

l'DeUEn-or 0 0 0 0 

R.SO 0.714 0.91!5 0.736 0.217 

NRMSE 0.409 0.133 O.S17 0.670 .. , ... 
Rbk 0.042 0.011 0.063 0.12S 

Table m: IDf1ueace of Model Structure oa ANNs 

Where: 
Model VIII is a backpropagation network having 4 

layers with standard connection; 
Model m Is a backpropagation network having 4 

layers with jump connection; 
Model IX is a Mixed Activation network consisting of 

3 layers with standard connection; 
Model X is a Mixed Activation network consisting of 

2 layers with jump connected. 

Input variables: 
d.¥1: Total liabilities/Total assets; 
d.¥4: Sales/Total assets; 
d.¥6: Net profit after taxffotal revenue; 
d\'9: (Current assets - Current liabilities)lfotal. 

4.4. Comparing Statistical and Artificial 
Neural Network Models 

Taking into consideration all the influential factors 
discussed above, an optimal neural network model (model 
Ill) was selected for the application of predicting corporate 
failure. This model achieved, amongst the neural 
networks, the highest prediction accuracy (98%), the 
highest explanation capacity (RSQ =0.92), the lowest 
misclassification rate (0.84% and 2.38% for training data 
and validation data respectively), and the lowest cross
validation prediction risk (0.02). 

We subsequently developed a number of logistic 
regression models, using either direct or modified 
financial ratios as inputs. Based on the assessment of each 
model's prediction accuracy, goodness-of-fit, Chi-square 
coefficient, and -2 Log likelihood, an optimal model was 
chosen which included the following 4 input variables: 

dXJ: TotalliabilitiesfTotal assets 
dX4: Sales/Total assets 
dX6: Net profit after taxffotal revenue 
dX9: (Current assets - Current liabilities)lfotal assets. 

Similarly, an optimized multiple discriminant model was 
derived, using the same group of input variables as above. 

Table N(a) and IV (b) presents the outputs of the optimal 
neural network (ANN), multiple discriminant analysis 
(MDA) and logistic regression (LR) models. As can be 
clearly seen, the neural network model demonstrated 
superior performance than the MDA and the LR model. 

·"•n•...t ANN MDA LR 
Catqory MCMiel Model M Me! 

%Comedy 
Pndktecl ,.01% 80.36% 87.50% 

Type I Error 0.84% 35.71% 7S% 

TypeUEnw 0 14.29% 0 

RSQ 0.925 0.144 0.211 

NRMSE 0.133 0.838 0.828 

Predktlon Rbk 0.011 0.189 O.lSO 

I3ble W (a): Comparison of Optimal Model 
Performances (Training Data Set) 

A• I ... ANN MDA LR 
c.tqory Model Model Model 

%COI'ftdly 
77.86% Predlde4 91.%1% 76.79% 

TypeiEnw l.JS% 4S.24% 8S.71% 

Type 11 EJTor 7.14% 18.0,..4 2.38% 

RSQ 0.918 0.297 0.241 

NRMSE 0.06!5 0.667 0.9S2 

Predktlon Rbk 0.018 0.196 0.232 

Table W (b): Comparison of Optimal Model 
Performance (Validation Data Set) 
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It is interesting to note that as well as the high percentage 
of corect predictions (~10 for training data and 98% for 
validation data), the neural network model generated very 
much lower misclassification rates for Type I error (0.84% 
for training data and 2.38% for validation data set), 
compared with its statistical counterparts. For the 
validation data set, the MDA model achieved the correct 
prediction rate of 77.86% with Type I error generated as 
45.24%; the LR model achieved correct prediction rate of 
76.790.10 with Type I errors generated as 85.71%. The 
difference in overall classification accuracy among these 
three models seems not that dramatic. However, in terms 
of correct prediction of failure (low rate of type I error), 
the ANN model far outperforms the MDA and LR models. 
Clearly the MDA and LR achieved their results by 
defaulting classifications to "healthy", corresponding to 
the bulk of cases. 

In practice, maintaining a low rate of misclassification for 
Type I errors is of significant economic value. A Type I 
error is defined as a prediction of healthy when the 
company is actually failed. ·Hence, from the investors' 
point of view, such misclassification means the possibility 
of encountering direct monetary loss. From the COipOrate 

management perspective, however, it means losing the 
opportunity for taking steps to prevent the failure, or 
reduce its impact at least 

5. Conclusions 

We utilised Artificial Neural Networks and statistical 
techniques Logistic Regression (LR) and Multiple 
Discriminant Aoalysis (MD A) to simulate business failure 
prediction, and applied the techniques to the ament 
Australian industrial environment. 

In order to develop a good neural network predictor, and 
to study the mechanism behind it, influential factors for 
building up the network such as the network structures, 
the numbers and activation ~on of the hidden layer, 
the number and type of input variables, etc. were detailed 
and investigated. 

The results of this research have indicated that Artificial 
Neural Networks are well suited to solving the real world 
problem of business failure prediction. 

To SUCQCSS(ully implement a neural network for predicting 
cooperate failure, one, however, needs to carefully deal 
with some influential factors. Tbcse factors can be the 
structure of the network, the number of the neurons in the 
hidden layers, their activation fiinctions, the number and 
the type of input variables, and so on. In our application, 
the last par.uneter proved of extreme importance. 

It is · vital that Neural Networks are designed with some 
intuitive notion of why the explanatory variables are used 
as the model inputs. This, to a certain extent, avoids the 
"black-box" syndrome and derivation of spurious models. 
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The final selection of the explanatory variables in this 
research is based on the knowledge of financial analysis in 
business failure evaluation. 

We have made a comparison of the performance among 
the optimised ANNs model, MDA model and LR model. 
It indicates that neural network approach can outperform 
conventional statistical techniques at extracting 
information from explanatory variables for business 
failure prediction. The results are interesting primarily 
because that, in contrast to the statistical model, the 
neural network demonstrates far better quality not only in 
terms of the overall accuracy, explanation capacity and 
generalisation ability, but also in terms of very low rate of 
Type I error. 

We are currently in the process of undertaking a follow up 
study to· compare Neural Networks with other AI 
techniques, utilising a large data set drawn from 
Australian and new Zealand industries in reclent years. 
This broadens the research to encompass a practical as 
well as theoretical base. 
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Appendix 1: Prediction Risk 

The notation of generalisation can be defined precisely as 
the prediction risk - the expected performance of an 
estimator on new observations. 

--+ 
Assume that a set of observations D- {( x .1o ,IJ );J = 1 .. .N} is 
to be generated as 

wbere: 
11 (x) is an unknown function, 
lj are observed target values, 

(1) 

xi are inputs drawn independently with unknown 
probability density function p(x), 

e i are independent random variables with zero mean 
( e= 0) and variance G8

2
• 

The neural networlc learning or statistical regression 

analysis problem is to find an estimate jJ. 4 ( x, D) of 11 (x), 

given the data set D from a class of predictors or models 
J.t;.(x) indexed by A.. 

The prediction risk P(..t) is defined as the expected 
performance on future data: 

p(..t) = J d(x)p(x)fJ.I(x)- ,U(x)]
2 + u & 

2 
(2) 

This is approximated by the expected performance on a 
finite test set: 

1 N • • 
2 

P(A.) "' E{- ~ (r .-p4 

( .)) } 

N ]•1 J A. X J 
(3) 

• • 
wbere (xi. t i ) are new observations that were not used 

in constructing jJ. 4 ( x) . 

Appendix ll: Cross-Validation 

Let J.l.tu> ( x) be a predictor trained using all observations 

except (xi, lj) such that jJ. .t(j) ( x) minimises 

1 2 
MSE · = -- L (t k-P A.(J)(x k)) 

J (N-1) k*f 
(4) 

Then, an estimator for the prediction risk P(..t) is the cross 
validation mean squared e"or 

1 N 2 
CV(A.) • N J~l (t rP ...t(J)(x J)) (5) 

This form of cross-validation is known as leave-one-out 
cross-validation. To calculate the value of CV(A) for 
model A. involves constructing N sub-models, each trained 
with N-1 known observations. 

V -fold cross-validation is a modified version of the leave
one-out cross-validation. Instead of leaving out only one 
observation for the computation of the sum in equation 
( 5), large subsets of the data D will be deleted. 

Let the data D be divided into v randomly selected disjoint 
subsets P of roughly equal size: 

uj=1Pj"'D and 'rli~f.p;"PJ=0. 

Let ~ denote the number of observations in subset Pi, and 

jJ. .t( PJ > ( x) be an estimator trained on all data expect for 

(x, t) e Pi . The cross-validation mean square error for 
subsetj is then defined as 

1 2 
CV P/A.) =- L <tk- PA.(PJ)(xk)) 

N /:tek' 'k)ep j 

1 
~ crpW=-~cr~~ 00 

V J 
CVp is an estimate of the prediction risk that relies 
only on the available data. Typical choices for v are 
usually 5 and 10. The leave-one-out CV is obtained in the 
limitv=N. 
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CORGI: A Robot to Play Fetch 

Gordon Wyeth 

Department of Electrical and Computer Engineering 

University of Queensland, Australia 

Abstract 
CORGI is an autonomous vision guided mobile robot that is designed . to retrieve tennis balls. The behaviour 
generation method and vision system for the robot are both constructed using biologically inspired artificial neurons. 
A minimalist connectionist structure generates robot behaviour that takes advantage of the robot's interaction with 
its environment. The paper shows that such structures may be used to generate a variety of behaviours and combined 
to form emergent behaviour. The vision system recognises tennis balls and interfaces with the behaviour system 
through a subsymbolic interface. This system is trained rather than programmed, making the system applicable to a 
wide variety of vision tasks. It operates at 30Hz on a low cost microcontroller (the Motorola 68HC16) producing a 
realctime response to visual cues. The paper discusses the robot's implementation and focuses on issues in training 
the vision system. 

Keywords: Autonomous robots, vision, emergent behaviour, neural networks. 

1 Introduction 

Mobile robots that use classical planning methods tend to 
be slow and awkward when navigating through a complex 
environment, mostly due to the time required for the robot 
to process the environmental information and plan new 
action. The advent of behaviour based robotics ([7] 
presents several systems) has simplified the processing 
requirements to a level that allows a robot to react rapidly 
and robustly to changes in the environment, but the ability 
of th~ robots to deal with complex sensory input, such as 
vision; is limited. 

This paper demonstrates how inspiration from natural 
information processing systems created a system that 
combines the rapid response of behaviour based robotics 
with the sensory power of a machine vision system. The 
decision to use simulated biological elements to perform 
the intelligent processing of sensory data will be shown to 
provide significant advantages in the design of the mobile 
robot investigated. It is easy to speculate that this stems 
from the anthropomorphic tasks expected of a mobile 
robot: what better processor for an anthropomorphic body 
than an anthropomorphic brain? 

Behaviour based robots derive their success by having 
brains and body in close unison. The designers have gone 
back to nature for inspiration and found some important 
missing ingredients in intelligent robot design, namely: 

• close integration between sensors and actuators, 
• parallel behaviours that compete for attention 

depending on current demands, and 
• constant attention to the environment to account for 

dynamic events or sensor misalignment. 
The components used in behaviour based robot brains 
ensure that these ingredients will be present in the robot, 
but present limitations in other ways. In particular, 
designing a vision system to work with these components 
is time consuming and the systems are computationally 
complex requiring extra processing power to make the 
algorithms work (for example [3], [6]). 

CORGI, the robotic dog discussed in this paper, uses 
components inspired from nature in its brain. These 
components are artificial neurons connected to make an 
Artificial Neural Network (ANN). Artificial neurons are 
capable of providing the same essential ingredients for the 
robot's behaviour that are provided by the building blocks 
of behaviour based robot brains. This will be shown in 
Section 2. A robot that uses an ANN for a brain has some 
advantages also. 

• ANNs are well documented for their ability with 
pattern recognition from visual or auditory cues. 

• Much of the research related to ANNs concerns their 
ability to evolve and learn. A robot that can learn 
complex tasks is clearly useful. 

• The computation required for an artificial neuron is 
trivial, and easily simulated on a microprocessor. 

This paper shows how sensory information may be readily 
mapped into action using components from ANN research. 
Braitenberg proposed some imaginary robots that have 
come to be known as Braitenberg vehicles. His book [2] is 
based on his studies as a neuroanatomist, and explores the 
behaviour of intelligent vehicles situated in a toy world. 
These vehicles gain their intelligence from the structures 
that Braitenberg observed as a neuroanatomist, and he 
describes these structures as simplified neurons. The paper 
will show how these structures may be hand connected to 
produce the same type of sensor I actuator integration 
found in behaviour based robotics. 

This paper will then show how a simple vision system may 
be created for the "front-end" of a Braitenberg vehicle. 
This vision system is created by training an ANN to 
recognise objects in certain parts of the visual field. A 
system that has been trained to recognise tennis balls has 
been implemented using CORGI. The paper gives details 
of the implementation of CORGI and how the visual ANN 
was created. The development of the visual ANN was 
guided by two principles, namely: 
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1. That the method be readily adapted from one 
application to the next. This is achieved by using the 
l~ing properties of neural networks. 

2. That the algorithm be readily implementable to run in 
real-time on an off-the-shelf, low cost microcontroller 
that can perform many of the other tasks required to 
control a mobile robot. 

2 Neurons for Behaviours 

The structures that are described here are for simple 
creatures with simple sensors and simple requirements for 
behaviour generation. These ideas form the basis for a 
more complex system of behaviour generation that are 
beyond the scope of this paper. The structures presented 
are used in CORGI at present. They are based on 
Braitenberg vehicles. 

In his book [2), Braitenberg starts out by describing a set 
of machines that can display apparently complex 
behaviours based upon simple connectivity. Four of the 
primitive vehicles are shown in Figure 1. These vehicles 
can demonstrate four basic behaviours towards lights; 
Love, Hate, Curiosity and Cowardice. 

Each machine has simple sensors that detect light and these 
sensors are connected to motors that drive the vehicle. The 
connections may be crossed (Hate and Curiosity) or 
uncrossed (Cowardice and Love), and they may be excitory 
(Hate and Cowardice) or inhibitory (Love and Curiosity). 
The st~ength of the connections controls how strongly the 
vehicle reacts. The Love vehicle, for example, uses the 
sensor$ to drive the motors in an inverse fashion; more 
light makes the motor move slower. This makes the vehicle 
move around in the dark until it encounters a light. When it 
sees a light with either eye, it will turn the vehicle towards 
the light (since the wheel closest will slow) and approach 
the light until such time as the intensity of light is strong 

Cowardice 

enough to totally stop the motors. It will then sit 'adoring' 
the light. 

Figure 2. A vehicle that combines behaviours with a set of 
priorities. 

Braitenberg then shows that more complex vehicles can be 
made that react differently to different events. The reader 
can see for instance that the vehicle in Figure 2 loves green 
lights, attacks red lights and runs away from blue lights. 
Furthermore, the robot has a set of priorities. The 
over-riding desire is to run away from blue lights. This is 
achieved by giving the blue sensors stronger connection 
weights than the others. Its second highest priority is to 
smash red lights, and finally, if there is nothing else going, 
the vehicle will find a green light to adore. 

The Braitenberg model is attractive not only in its 
simplicity but also in its biological plausibility from a 
physical perspective. Most creatures have symmetrical 
bodies, with actuators (legs, fins, wings) in pairs on either 
side of the body and sensors (eyes, ears, nostrils) in pairs 
on either side also. Most creatures move their sensors with 
their body, particularly with the head -- the part of the 

FigUre 1. The four basic Braitenberg vehicles can demonstrate useful behaviour from very simple connection 
schemes. 
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body that is most essential to accurately control for 
feeding. Issues of hand-eye coordination are found only in 
highly • evolved animals, and require a more complex 
model. The benefits to be gained from an appropriate 
physical implementation should not be overlooked. 

Building hand-wired connectionists structures to control 
simple• robots is nothing new. Waiter implemented a robot 
based on simple connections that could perform obstacle 
avoidance and phototaxis with only a single light sensor, a 
bump sensor and two simple drive circuits [11]. More 
recently, Beer et. al have implemented a neural control 
system based on the nervous system of the American 
cockroach [1]. Braitenberg's approach, that we have 
adopted, provides at least some methodology in the design 
of neural control structures (that is lacking in the ad-hoc 
structures of Waiter) and does not rely on detailed 
knowledge of a related biological system (as does Beer). 
This approach should therefore be applicable to a broader 
range of problems. 

The connectionist structures proposed here also lend 
themselves to the many learning algorithms available for 
neural :networks. Autonomous robot learning is a growing 
field of research (see [4] for an overview) with much 
attention paid to systems that can learn for themselves. 
While this work is undoubtedly of value in the research of 
the principles of cognition, it does not readily apply to the 
efficient construction of robots. We are investigating a 
process of behaviour training, where the robot is taught 
behaviours by a supervisor rather than being asked to 
detenriine those behaviours by itself. Preliminary results of 
this work are· outside the scope of this paper, but are 
presented in [13]. 

3 Creating a Vision System 

The behaviour of Braitenberg vehicles is determined by 
their s~nsor input. The vehicles described in the previous 
section use simple sensors and operate in a world where 
every stimulus triggers a single type of sensor. In the very 
pnmiti_ve animals this may have been the case; one sensor 
for detiecting warmth, another detecting light and another 
the chemical gradients that would indicate the probable 
presence of food. This is patently not the case in more 
complex animals. For instance, even simple insects have 
vision • systems that are able to distinguish the difference 
between a potential mate and a predator. This section 
describes how artificial neurons can be used to combine the 
input of an array of similar sensors into a recognition 
system suitable for input to a Braitenberg styled behaviour 
selection mechanism. 

3.1 aiological Inspiration 

Biological vision systems use neurons in two ways. The 
first use is comparatively well understood. Neurons 
conneCted directly to the retinal cells can perform useful 
preprocessing tasks such as edge detection. Mead [8] has 
used artificial neurons to achieve similar results with his 
"silicon retina". Secondly the neurons combine this 
preprocessed information to form maps of the current 
scene. This process is not clear as it is hard to define what 
the output of such a system might be. We propose a 
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scenario where perceived objects are represented by a set of 
"grandmother units", so~called from the example where it 
is proposed that somewhere in the cortex there exists a 
neuron that has the sole function of recognising 
grandmother. This model lacks biological plausibility 
when brain damage data is taken into account; brain 
damaged patients tend to lose general memory performance 
rather than individual memories. Nevertheless, this model 
presents an excellent basis for robot design. 

In our model, the output of the network has two units: 
"object on the right of me" and "object on the left of me". 
For each type of object that is to be detected there is a new 
network, and a new pair of outputs. Each pair of outputs 
can then be used as input to the Braitenberg control system 
in the same that the many colours were used in the example 
shown in Figure 2. An example of a robot that chases 
tennis balls and avoids obstacles is shown in Figure 3. 
When the robot sees a tennis ball it will chase after it using 
the crossed excitory connections from the tennis ball 
network. In the absence of a tennis ball, the robot will 
wander slowing down in the presence of obstacles as it 
turns back to free space. 

Input image 

Figure 3. A simple example showing how the outputs of a 
vision system can be defined if we use the Braitenberg 
paradigm for control. 

3.2 Trained Neural Networks 

The model chosen for our vision system allows generation 
of the network by supervised learning. This means that we 
can pair sample input images with a desired output as the 
basis of a training scheme for the vision system. Such a 
system can be readily provided by many of the neural net 
training and construction algorithms developed over the 
last few years. The best established of these is the 
back-propagation algorithm which can be used for 
supervised training of multilayer feedforward networks. 

The back-propagation algorithm requires the designer to 
specify the architecture of the network, which is usually 
arranged in a layered fashion so that the input layer is fully 
connected to a layer of units, which may in turn be 
connected to another layer of units or to the output units. 
The layers of units between the input and output layers are 
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termed hidden units, implying that if you look at the ANN 
as a biack box, you will only see the input and output 
layers :and not the layers in between. These hidden units 
effectively operate as preprocessors of the input data. The 
back-propagation algorithm is well documented [5] and 
has be:en successfully used for visual recognition tasks. 
Details of the algorithm as used with CORGI are supplied 
in the next section. 

There are two distinct approaches to achieving visual 
recognition using ANNs: those that preprocess, and those 
that do not preprocess. There are many examples of 
systems that use preprocessing and the variations are 
endless. Such a system is characterised by the use of a 
specific transform that either reduces the dimensionality of 
the data or highlights the presence of relevant features in 
the image. NEURO-NA V is an example of such a system 
in mobile robot context, as described in [9]. The robot uses 
neural networks for real time navigation of a mobile robot, 
through real environments. NEURO-NA V is designed to 
operate in a system of corridors and junctions, and accept 
commands such as "proceed to the next junction and turn 
left". Neural networks are used to perform hallway 
following and landmark detection. To look in a little detail 
at one of these systems, consider the hallway navigation 
network. It has a 64 x 60 pixel greyscale image as input, 
that is preprocessed through an edge detection module and 
a Hough mapping. This serves to greatly emphasise the 
join between walls and floor along the perspective view of 
a corridor. A neural network with over 1500 connections 
was trhlned on 72 examples (a result that indicates that 
many of the connections were redundant). The resulting 
netwoik produced 86% correct steering angles, 10% 
margirjally incorrect steering angles and rejected the 
remairung 4% of the unseen test images. It takes 2 seconds 
to gen~rate a steering angle from an image, using a 16 
MIPS processor. 

The last result is typical of any system that uses a large 
amount of preprocessing. Without dedicated vision 
hardware, useful preprocessing of images tends to be the 
time performance bottleneck of a visual system. Also, the 
system and algorithms that have been developed are 
specific to navigation in an indoor environment. Domain 
specifit visual preprocessing limits the generality of the 
approaCh. 

Clearly a system with less preprocessing will compute 
faster than a more complex system if we use conventional 
hardware. In the spirit of maintaining the minimalist 
approach we have with the control system, we perform no 
preprocessing on the images used for visual recognition. 
The network is given the raw input and asked to perform 
its own preprocessing. This approach improves 
computability and enhances the generic nature of the 
approaph. 

This i~ the same approach adopted in the AL VINN system 
[ 10] used for guiding outdoor vehicles on a variety of 
different road surfaces. This system uses a 30 x 32 pixel 
map all input, with the only some balance of chrominance 
information for preprocessing. The AL VINN learns to 
steer a:vehicle by pairing captured images with the steering 
angles ;generated by a human driver. These input I output 
pairs are used as the training data for the backpropagation 
algoritJtm. After five minutes of "watching" the human 
driver,, the AL VINN system can take over and drive the 
vehicle. AL ViNN though is notably different to the model 

proposed in Figure 3. Firstly AL VINN is trained to 
perform both perception and control, which we explicitly 
separate. One benefit of this modularity is that the 
computationally complex training of the perception 
network may be performed off-board the robot, and then 
used with different control structures to achieve different 
behaviours. For example, a perception network that has 
been trained to recognise grassy regions can be used to 
keep the lawn-mowing robot on the grass, and then used to 
keep the path sweeping robot off the grass with only a 
small change to the control system. Secondly, the 
modularity presents the opportunity to train perception 
modules (using off-board computation) that can then be 
used as input for a behaviour control system that is trained 
using on-board computation. This presents a logical 
division of labour as the perception network has many tens 
of thousands of parameters to train, while the control 
systems we propose would certainly have less than fifty 
parameters. 

4 CORGI: The Hardware 
Implementation 

CORGI is intended to demonstrate that the schemes 
described above are viable for producing a state-of-the-art 
vision guided mobile robot. The design objectives include 
having a robot that can perform in real time (interpreted to 
mean human-like reaction times) and be constructed at low 
cost from off-the-shelf components. The intended task for 
CORGI is to play "fetch" with tennis balls about the 
laboratory. That is, it should seek out tennis balls lying 
about the room and return them to some home location. 

4.1 Processor Choice 

CORGI's processor board is based on Motorola's 
MC68HC16Zl microprocessor. Apart from the desire to 
reduce costs, the choice of processor was determined by 
two criteria. Firstly, the processor had to be designed to 
perform the weighted sum computation at the heart of any 
neural method. This function is to be found in a variety of 
low cost Digital Signal Processing (DSP) chips, and is 
implemented in the 68HC16 with the RMAC instruction 
which calculates a signed 35 bit sum of products of 16 bit 
quantities (within the processor's 1 Mb address range). 
This instruction performs 1.3 million "multiply and 
accumulates" per second, which corresponds to 1.3 million 
connections per second. The second criterion was that the 
processor should be part of a microcontroller package, so 
that the overheads involved in attaching peripherals would 
be minimised. The 68HC16 provides many features for the 
robot designer including timers, analog to digital 
conversion, digital to analog conversion, a flexible 
peripheral select system, an asynchronous serial interface 
and a high speed serial interface. The high speed serial 
interface communicates with a PC-based debugging 
environment which allows source level debugging of the C 
language and assembler code used to program CORGI. 

The processor was purchased on Motorola's evaluation 
board, which is housed in CORGI. The evaluation board 
has the debugging port and serial port already attached as 
well as the basics required to make the processor run, 
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including 64k of program memory and 64k of data 
memory. 

; 

Since design time other strong candidates have appeared 
that would outperform the 68HC16. The SuperH series by 
Hitachi (in particular, the SH7302) offers an order of 
magnitude improvement in DSP performance (leading to 
greater neural network performance), larger memory space 
and an: extended range of peripherals. This part is available 
for around the same cost as the MC68HC16. 

4.2 Video 

At the time of design the camera that can be seen mounted 
on CORGI's head (in Figure 4) was about the only 
reasonably priced black and white CCD camera available. 
Since then sub-miniature cameras, a quarter the size and 
weight have become available at about a third of the 
original unit's price. The unit used is a standard black and 
white ~;amera delivering video at a 50 Hz field rate. It is 
fitted with a wide angle lens to give a 90 degree field of 
view. 

CORGI's frame grabber uses a chip set from Brooktree and 
a programmable logic device to sub-sample the image from 
the camera. The image is sampled at 64 x 64 pixels, 
creating 4096 8 bit values to be interfaced to the 68HC16. 
Some ~ypical images are shown in Figure 4. To avoid 
conflict between image being written by the video sampler 
and the image being read by the processor, the video RAM 
buffer • is stored in two banks, which are switched as 
alternate fields are read. This means that the processor has 
contin\}ous access to video that is only 20 ms old. The 
RAM jbuffer is stored in the processor's memory space 
enabling direct access to the image. Details of this frame 
grabber design are given in [12]. 

(a) 

(c) 

Figure 4. Typical images from the on~board camera. These 
are images from the actual training set. (a) No ball. (b) Ball 
on the ~eft. (c) Ball on the right. (d) Ball on the centre. 

A usefi,d feature of the frame grabber is that it can vary the 
method of subsampling, so that the 64 x 64 pixels can 
represent a sample of the whole field of view by sampling 
at one quarter of the video rate, or can be used to zoom in 
on areas of interest by sampling at half the video rate, or at 
the video rate. When sampling at higher frequencies, the 
grabber can be programmed to pan to any area of interest 
on the screen. This means that the camera can effectively 
pan an~ zoom without any mechanical movement. 
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4.3 Mechanical Design 

CORGI's mechanical layout was determined by a number 
of factors. The circuit boards (sized to be compatible with 
the 68HC16 evaluation board) were stacked on a tray, 
along with a battery, behind the two drive wheels. The 
wheels are driven by two geared down motors designed to 
move CORGI along at walking speed (0.8 m/s). The 
motors are arranged in the wheelchair arrangement, like the 
Braitenberg vehicles described earlier. The manipulator 
and camera sits atop the drive wheels. The gripper requires 
2 degrees of freedom to be able to operate in the space in 
front of CORGI's body. The gripper also needs the ability 
to open and shut on command. In order for the Braitenberg 
method of controlling the manipulator to work, the camera 
had to be mounted on top of the gripper. The eventual 
shape of the gripper with the camera on top, and the long, 
low-slung body behind is reminiscent of a small dog, hence 
the name CORGI. A photograph of CORGI is shown in 
FigureS. 

Figure 5. A photograph of CORGI in a typical laboratory 
setting. 

4.4 Peripherals 

CORGI requires some electronics not provided on the 
frame grabber or evaluation board. The various motors in 
the gripper all need power amplifiers to be controlled from 
the 68HC16. Also, due to the number of motors to be 
controlled it was necessary to implement some additional 
digital to analog channels. It was envisaged that CORGI 
would rapidly outgrow its current memory so an additional 
256k of RAM were added. A keypad and LCD screen were 
added to provide controls when CORGI was away from the 
PC. A joystick port was provided to enable manual 
operation of the robot. Finally a power management system 
was added including a smart charger for the onboard 
battery. 

4.5 Operating System 

In order to assist development of the software for CORGI, 
a small operating system was written. This pre-emptive 
multitasking operating system has some useful real-time 
features for the development of control code, as well as 
performing J/0 management and providing a transparent 
interface to the frame grabber. 
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5 CORGI: Developing a Tennis Ball 
Chaser 

Ultimately it is hoped that CORGI will use a group of 
ANN's to recognise the necessary features of its 
environment it requires to operate effectively. In particular 
CORGI will be required to recognise tennis balls to pick 
up, obstacles to avoid and the home base to which the balls 
are to be returned. To date, the first of these ANNs (the 
network to recognise tennis balls) has been successfully 
trained, although ongoing work seeks to improve its 
recognition performance. This ANN can be used to make a 
tennis ball chaser by using the connectivity shown in 
Figure 6. The input images form 4096 point input vectors 
that the ANN learns to associate with one of four 
categories: to the left (L), to the right (R), in the centre of 
the image (C), or not in the image (N). These categories 
form the four output units of the ANN. The output units 
are connected, Braitenberg style, to two units that represent 
the motors. The L and R units are connected using the 
crossed excitory Hate connections, while the C unit is used 
to drive the robot forward quickly and the N unit halts the 
robot. For the purposes of developing a tennis ball chaser, 
these units can only drive the motors forward. A large 
activation causes the motor to go fast, a low activation 
causes the motor to slow (as with the Braitenberg 
vehicles). 

64x64 pixel 

input image 

Figure 6. The architecture used for CORGI's tennis ball 
chasing behaviour. 

The development of CORGI's tennis ball chasing 
behaviour was achieved in three parts. Firstly, data 
consisting of images of tennis balls in typical positions 
around the lab were required to build the training sets for 
CORGI's vision neural network. Secondly, the data was 
used to train a neural network that can recognise the 
position of the tennis ball within the visual field. Thirdly, 
the neural network was implemented to run in real time on 
CORGI's on-board processor and connected to the control 
network. Each of these steps will now be described in 
detail. 

5.1 Data Gathering 

The training data required to train CORGI is gathered by 
transmitting images from the robot via the serial port to a 
PC. The PC runs software that displays this data on the PC 
monitor, and automatically stores it on the hard disk for 
later analysis and retrieval. A typical data gathering session 
takes about twenty minutes. The data was gathered on a 
large plain table top. The robot is driven about the table top 
with the tennis ball at some point while the PC logs 50 
images. Then the ball is moved and another 50 images are 
logged. These are then manually "tagged" on the PC to 
indicate that the ball was in one of four categories: to the 
left, to the right, in the centre of the image, or not in the 
image. A sample of each category from the training set is 
shown in Figure 4. The tagging software then evens up the 
number of images in each category by duplicating some of 
the images in categories with less examples. Even numbers 
ensure that the network does not become biased towards a 
particular category. Finally the software sorts the images to 
ensure that the neural network is trained with one image 
from each category in turn. This is to ensure that the 
network does not "forget" about other categories by being 
overexposed to a single category for a period of time. 

5.2 Training 

For the following experiments a set of 1724 images were 
generated in the manner described above. 346 of these 
images were set aside for testing purposes, leaving 1378 
images for training. These images were used as input 
vectors for training using the backpropagation algorithm. 
A full description of the algorithm and its derivation can be 
found in [5). A summary of the algorithm as used for 
CORGI is given here. 

The back-propagation algorithm operates on multilayer 
perceptrons. The network is arranged in layers; an input 
layer, possibly several hidden layers and an output layer. 
The network used by CORGI has only a single hidden 
layer making three layers in total. Each layer is fully 
connected to the adjacent layers by weights. The weights 
are initialised to small random values at the beginning of 
the training session. The random values are derived from a 
user specified seed, and are scaled to a user specified range. 

---+ 
The training cycle starts by applying a training pattern, ~ , 

~ 
to the input layer, vo. That is, 

V2 = ~.t. for all k. (1) 

The signal is propagated to the hidden layer using 

V}= g(:E Wj.tV2), for allj, (2) 
k 

and then similarly to the output layer using 

Vt = g(:E wq V}), for all i; (3) 
j 

where g(x) is the sigmoid function, 

g(x) = 1 I Jh • (4) +e-
The sigmoid scale factor, p, is a parameter for the hidden 
units, and fixed to 1 for the output units. The activation of 

---+ 
the output layer, V2, is then compared to the desired 
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output, C:. for the given input pattern. An error signal,~. 
is then generated using 

St = g'(ht)[l;; - Vt] (5) 
for back-propagation to the previous layers and for the 
weight update. The error for the hidden layer is calculated 
by 

(6) 

which is used for the input to hidden weight update. The 
weights are updated by the rules 

~wv(t) = T(litV} (7) 

Wv(t+ 1) = Wv(t) + ~Wij(t) + a.Awv(t -1) (8) 
for the hidden to output weights, and similarly 

AWjk(t) = 118} V2 (9) 

Wjk(t + 1) = Wjk(t)+~Wjk(t) + ~Wjk(t -1) (10) 

for the input to hidden weights. The constant T( is the 
learning rate, and a. is the momentum constant. The list of 
parameters that are adjustable for a training session 
include: 

• the learning rate, TJ, 
• the momentum constant, a., 
• the sigmoid constant for the hidden layer, ~. 
• the number of hidden units, 
• the random seed for randomising weights, and 
• the limit of magnitude for the randomised weights. 

Correct selection for these parameters is important for the 
convergence of the training procedure, and the subsequent 
performance of the trained network. The following 
experiments show the effects of modifying some of these 
parameters. 

The backpropagation algorithm was run using the Aspirin I 
MIGRAINES software running on a multiprocessor 
SPARC. Initial results using a variety of parameters 
(differ~nt learning rates and network architectures) proved 
entirely unsatisfactory. Two important factors required 
changing before useful results could be obtained. Firstly, 
the code generated by the Aspirin compiler uses a lookup 
table to generate the sigmoid function required as the 
non-linear transfer function of each neuron. This created a 
problem where the steps between lookup table entries were 
too coarse for suitable convergence. This was solved by 
replacing the ·lookup table with a function using the 
floating point calculations, slower but with the necessary 
precision. Secondly, it was found that, due to the large 
fan-in of the units connected to the input layer (4096 
inputs), units were often being saturated which made the 
back-propagation algorithm ineffective. Providing a 
scaling factor(~) to compensate for the large fan-in proved 
helpful as the following results will show. 

The following sections describe the results of various 
training experiments. The object of the experiments was to 
detemiine values for some of the key parameters for this 
problem: learning rate, number of hidden units and the 
fan-in, scale factor. Each training session was run for 
300,000 iterations, with the state of the network being 
saved • every 10,000 iterations for the first 100,000 
iterations, then every 50,000 iterations after that. All 
experiments were run with a 0.95 momentum term. The 
percentage correct terms on the graphs refer to the 
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network's performance on 346 images that were not used to 
train the network, but were gathered at the same time as the 
training data. The network performance on the training 
data in most cases converged in the region of 97-100% 
correct. A classification was defined as correct if the 
appropriate unit had an output greater than 0.5, and all 
others had an activation less than 0.5. 

Back-propagation is a gradient descent method of 
minimising error. At each iteration, the algorithm looks at 
the local gradient of the error surface in weight space. 
Based on that local gradient, the algorithm takes a step in 
the direction of maximum descent, hopefully moving to a 
point with lower error. The size of that step is determined 
by the learning rate, TJ. Typically this parameter is set at a 
value that gives a reasonable rate of convergence, while 
ensuring that the step is not so large that the local gradient 
becomes a bad estimate of the actual gradient. An initial 
experiment sought to find a reasonable learning rate for 
this application. A scale factor of 16 was applied to each of 
the 5 units in the hidden layer for this experiment. Figure 
7 shows the results of the experiment. As expected low 
learning rates converged very slowly, and large learning 
rates converged in an unstable manner. A value of 0.05 was 
chosen for later experiments. 

The second experiment looked at the effect of increasing 
the number of hidden units. The number of hidden units 
affects the classification "power" of a network. More 
hidden units allow the unit to more accurately represent the 
desired relationship between input and output. Additional 
layers of hidden units allow the network to represent more 
complex relationships. One trade off here is that when the 
number of hidden units rises, the computation required to 
simulate the network also increases. Increasing the number 
of hidden units may decrease the ability of the network to 
generalise for unseen examples. Figure 8 shows that 
increasing the number of hidden units did not improve the 
performance of the network. Given that the network with 5 
hidden units requires one quarter of the computational 
power of the 20 unit network, the smallest of the networks 
was chosen. Training required about 45 minutes for the 5 
unit network and 3 hours for the 20 unit network. 

The next experiment evaluated the effect of the scale factor 
on the hidden units. Most network designers keep the 
sigmoid scale factor,~. set to unity. However, it was found 
that this network architecture, with its large number of 
input units, quickly moved the hidden unit activation to a 
point where it was saturating the sigmoid squashing 
function. By introducing a higher value for ~. performance 
was improved. 

As indicated by Figure 9, the network converged poorly 
for low scale factor values. In fact, a result not shown is for 
the network with no scale factor. Without any scaling, the 
network failed to classify a single image from the testing 
set. Above a scale factor of 8 the network performance 
appears to degrade slightly, indicating that 8 is a good 
scaling factor for this problem. Note that powers of 2 were 
chosen for the scale factors to simplify implementation 
(see next section). 

The best result of these networks was a 5 hidden unit 
network with a scale factor of 8, trained with a learning 
rate of 0.05. This network gave a peak testing set 
performance of 86.9% and a training set performance of 
99.3%. The weights were then dumped from this network 
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Figure 7. Graph showing the convergence of the network for a variety of learning rates. These results were 
obtained with 5 hidden units, a 0.95 momentum term, a scale factor of 16 (see text) and initial weight sizes 
between+/- 0.05. 
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for use on CORGI's onboard processor. 

5.3 Implementation on CORGI 

The weights from the training process are downloaded to 
CORGI using the serial communications port. Software on 
the PC converts the floating point data from the Aspirin I 
MIGRAINES software to a 16 bit integer format. 
Resolution issues that are important in training the network 
are not as significant when operating the network. Using 
some assembly level code in critical sections, CORGI can 
evaluate 30 fields per second and use that information to 
drive the wheels using the crossed excitory connections 
that causes CORGI to approach the tennis ball. Most of the 
time is spent in the RMAC instruction as it calculates the 
activation of the 5 hidden units, which is 20480 
multiplications and additions. The scaling factor is 
implemented as a simple "shift right" instruction as the 
scaling factor is a power of 2. The non-linear sigmoid 
function is determined using an 8 bit lookup table, which is 
downloaded from the PC with the connection weights. 

With this network in place the robot was able to chase a 
ball across a table surface, balancing the ball on its "nose" 
as it pushed it across the table. The robot could track the 
ball as long it remained in sight. The usual cause for the 
tracking to stop would be when the ball either rolled under 
the head or bounced too far in front of the robot. Without 
the stimulus of the ball the robot would come to a halt. The 
ball would still be tracked when it was carried by hand, 
showing that the vision network was capable of dealing 
with a degree of noise in the images (in this case the hand 
of the experimenter). This is the kind of behaviour that was 
hoped 'for, and shows the applicability of the vision and 
control system when used within the training environment. 

Problems began for the system when it was removed from 
its initial training environment and tested on other 
surfaces. When placed on a patterned linoleum floor which 
reflected overhead lights, the output of the vision network 
became unusable. For 300 patterns tested in this 
enviroi:unent, only 4% produced a correct result using the 
network that was trained on the table. The focus of current 
work i$ to investigate systems that maintain performance in 
changipg environments. 

6 Current Investigation 

It is hoped that some improvement on the generalisation 
ability of the robot can be achieved, and this is the current 
area of investigation. The problem is being approached by 
developing a larger training set of images that have more 
structured noise. A set of 8000 images from the linoleum 
floor described above are providing promising results. In 
addition, some experiments are being conducted with 
equalisation and normalisation schemes to maintain image 
brightiiess and contrast levels across varying lighting 
conditions. Experiments have also started with the obstacle 
detection network using the data gathered above. Early 
results: show good detection performance and 
generalisation ability. 

With the finalisation of these two networks, results can be 
obtain~ for the performance of the robot with two 
competing behaviours: ball finding and obstacle avoidance. 
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This will involve modification of the control system. We 
are currently investigating the performance of the 
modified control systems in simulation. Results of this 
work and extensions of the systems proposed in Section 2 
(including on-line training of behaviour) are available in 
[13]. 

The development of real world robots will be the ultimate 
test of the techniques presented here. The current 
implementation is a long way from a robot that would be 
useful around a tennis court; issues in ball collection 
hardware and long range vision would need to be 
addressed. The generic nature of the architecture lends 
itself to potential applications outside the traditional 
domain of the robot. The use of vision as the primary sense 
allows the robot to work at tasks in highly unstructured 
environments where humans have been required 
previously. The reactive nature of the control system 
provides robust control in dynamic environments. 
Examples of dirty, dull and dangerous jobs that could be 
performed by this style of robot include: 

• Garbage recycling, where humans are currently 
required to sort the recyclables into the suitable 
recycling categories. A trained vision system based 
on a manipulator mounted camera could recognise the 
relative location of desirable (or undesirable) objects 
and guide a manipulator to them using Braitenberg's 
hate connections. 

• Litter collection in streets and parks. If the vision 
system could be trained for litter and a well 
generalised obstacle avoidance sensor trained, then a 
control system similar to that shown in Figure 3 could 
provide a litter collection behaviour. As this paper 
has shown the computation of both vision and control 
could be performed on a low cost processor. 

• House cleaning requiring knowledge of what to pick 
up off the floor and what to leave. A trained vision 
system of this nature could pick up off the floor to 
make way for your automatic vacuum cleaner and 
floor polisher! 
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Abstract 

The continuous interaction with the environment 
through sensors and effectors is increasingly being 
recognised as a key element for understanding the be
haviour of natural autonomous systems and for 
building artificial autonomous agents. At the same 
time, artificial neural networks are being used to 
emulate the low speed, massively parallel, distributed 
and adaptive information processing observed in natu
ral autonomous systems. We describe an experimental 
architecture for research based on these ideas and illus
trate it with an inexpensive mobile robot . Using only 
neural network processing, we show how sensors and 
effectors combine in the information feedback loop with 
the environment to enable the robot to learn simple 
navigation behaviours. 

1 Introduction 

Computer technology enables us to do long and com
plex sequences of symbol transformations at a speed 
and accuracy far beyond our natural capacity. With 
this technology we have automated and enhanced tra
ditional information processing tasks and made possi
ble many new ones. Some of the applications of com
puter technology have by far surpassed earlier expecta
tions while some other predicted applications seem as 
far away as ever. One area where progress has been 
slow is the production of software that would enable 
machines to autonomously execute purposeful actions 
in the world. 

In most applications of computer technology the in
formation processing machine takes a passive role that 
needs a human intermediary between the machine and 
the world. The human intermediary controls and trans
forms the ingoing data to suit the machine require
ments, and again a human intermediary has to con
vert the results of the computation into decisions and 
actions. In automatic control and robotics the inten
tion is to make machines execute tasks with little or 
no human intervention. The data input stream would 
then no longer be under careful control by human in-

telligence. The machine has to deal on its own with the 
raw sensor data that originates from the interaction be
tween the machine and the environment. The response 
of the machine also has to be robust, in the sense that 
the machine should be able to cope with variations in 
the initial and boundary . conditions of the task as they 
occur in a natural environment. We observe this ca
pacity in animals, particularly in the human species, 
and call it intelligent behaviour. The construction of 
machines with such capabilities is yet to be achieved. 

Today's robots can only function purposefully in sim
ple and controlled environments. The biggest obstacle 
to building truly autonomous machines is that there is 
no theory that provides useful concepts and methods 
for designing the software that can replace the capabil
ities of the human intermediary. 

Artificial Intelligence (AI) research had set itself the 
goal of reproducing human style intelligence in mar 
chines. Several researchers have criticised artificial in
telligence research for failing to progress towards this 
goal. P.M. Churchland [10] argued that AI research 
relies to much on fundamentally wrong folk psychol
ogy. Smithers took up Churchland's ideas and pro
posed a methodology for autonomous systems research 
[30]. Similar considerations had already led other re
searchers to undertake new approaches such as Brooks' 
nouveau AI [7] [24], behaviour oriented [12] and animat 
[15] approaches. 

The need to experiment with real machines in real 
environments is one of the key methodological require
ments in these new approaches to Al. Computer simu
lation remains a useful design tool but the true evalua
tion of an autonomous robot's behaviour can only come 
from the exposure to the complexity of a real environ
ment. It is the difference of actually being there against 
what we imagine it is like being there that is crucial 
[11]. The process of creating a theory of autonomous 
systems is still in its earliest stages and much has yet 
to be learned from experimenting with very simple au
tonomous machines. The simple mobile vehicle has be
come the system of choice for many researchers. Even 
at this level the possible technical realisations are many 
and the range of conceivable experiments is enormous. 
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The goal of our research is to contribute towards a 
theory of autonomous machines that provides useful 
concepts and methods for designing and building the 
information processing parts for such machines. In this 
paper we show how a small inexpensive autonomous 
vehicle can be trained to acquire some basic navigations 
skills. We restricted ourselves to neural net information 
processing for generating reflexive behaviour in a sense
think-act scheme. The material is divided into nine 
sections. In section 2 we give precise meaning to the 
concept of reflexive behaviour of an autonomous agent 
by defining the action mapping. Section 3 describes an 
implementation of our experimental architecture in a 
simple and cheap autonomous vehicle. Section 4 shows 
how to enhance a primitive infrared sensor array with 
neural network signal preprocessing and section 5 shows 
how to use the same sensor to map the horizontal 2-
D position of beacons. The task of moving towards 
a goal is described in section 6 and section 7 shows 
how we use reinforcement learning to accomplish the 
task. Finally in section 8 we discuss the implementation 
and resulting navigation capabilities of the autonomous 
vehicle. 

2 Reflexive behaviour and the 
action mapping 

The subject of our discussion will be an agent instan
tiated by our autonomous vehicle. An agent acts on 
and reacts to his environment (Fig. 1) . This inter
action manifests itself through the agent's behaviour. 
Behaviour is the observable response of the agent to 
the signals from its sensors. The agent can perceive 
aspects of its environment through and only through 
its sensors. The environment is the complement of the 
agent. By definition the union of the agent and its envi
ronment is the world. Behaviours can appear to be very 
complex even if they originate from simple mechanisms 
(4]. It would be useful to identify classes of behaviour 
that progress from the simpler to the more complex. 

One way to classify behaviour is to consider the 
mechanisms that originate behaviour. From this point 
of view the simplest are reflexive behaviours (also some
times called reactive by other researches [26]). 

We call a behaviour reflexive, in analogy with reflexes 
observed in animals, when the agent responds, after a 
possible time delay 8, with an action a that only de
pends on the current sensor input vector x and possibly 
the current action 

a(t + 8) = fw(x(t), a(t)) (1) 

We assume that the action mapping fw(i(t), ii(t)), 
which maps sensor input vectors into action vectors, 
depends on a set of parameters w that could be de
termined by a training procedure. Reflexive behaviour 
does not depend on time explicitly. In contrast, pre
dictive behaviour is non reflexive behaviour that de
pends on the history of sensory signals. The search 
for action mappings that generate useful behaviours for 

Environment 

Figure 1: Conceptual model of an agent with reflexive 
behaviour 

the agent is an important step towards building au
tonomous agents. 

3 A versatile and very cheap ex
perimental architecture 

3.1 The control architecture 

Versatility and flexibility are essential requirements for 
an agent for experimental research in learning control. 
It must be easy to add and remove sensors, effectors and 
processors. Software reconfiguration has to be simple 
too. We found it too laborious and expensive to ex
tend and reconfigure conventional digital control hard
ware and software. Therefore we developed a trans
puter based, distributed architecture, that meets our 
requirements much better [14]. 

The transputer gives hardware support to the com
municating sequential processes (CSP) software model 
[19]. Processes communicate over serial channels. Pro
cesses can run either on their own transputer or run 
as time shared tasks on a single transputer. Channels 
between transputers are implemented as bi-directional 
serial transputer links. Each transputer has four links. 

We extend the transputer architecture with sensor 
and effector modules that exchange messages with a 
transputer over a transputer link. Sensors receive data 
request messages from the transputer and return data 
messages. Effectors receive action commands. The link 
protocol and the internal task scheduler in the trans
puter allow the software to respond to external events 
in a simple way. Interrupts are hidden from the pro
grammer and there is no need for special sensor or ef
fector driver software. To activate a sensor the parent 
program initiates a sensor process. When the parent 
program becomes ready to respond to a sensor event 
it issues an input instruction to the sensor process. If 
there is no response the parent process is automatically 
descheduled until the sensor process responds. The sen
sor process will communicate with the sensor over the 
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link dedicated to the· sensor and typically do some as
sociated processing, for example calculate the distance 
to the nearest obstacle. The sensor process might alert 
the parent program when an obstacle is too close. 

Transputer link interfaces are easy to build with the 
commercially available lnmos COli link adaptor chip 
that interfaces a transputer link to a parallel bus [22]. 
Through the interface logic and the CO 11 chip the mod
ule appears to the transputer just like another process. 
Communication over transputer links is digital. This 
makes signal transmission much more noise resistant 
but requires that all A/D and D /A conversions have 
to be done in the modules. It is easy to plug-in or to 
remove sensor/ effector modules because the transputer 
links only use a pair of wires. 

In conventional digital control technology sensors and 
effectors interface to the processor through a parallel 
bus. The parallel bus forces the sensor/effector inter
faces to be close to the main processor. The resulting 
architecture is one of spatially concentrated process
ing, with noise sensitive analog signal lines connecting 
to transducers. The software drivers for the sensors 
and effectors run as interrupt service routines that of
ten burden the processor with low level interface pro
cessing. The software drivers tend to be tailor made 
for the interface circuitry and consequently one needs 
a good knowledge of the interface hardware to write or 
modify such drivers. Finally, interrupt driven software 
is notoriously difficult to write and debug. 

Our architecture eliminates most of these problems. 
Substantial processing can occur at the sensor and 
effector level favouring a hierarchical architecture were 
relevant information is extracted progressively from the 
data as it flows to the higher levels of the hierarchy. For 
example obstacle distance may be monitored continu
ously, but only when the obstacle is very close may 
it become necessary to pass that information on to a 
higher level steering process. 

3.2 The agent 

For experimentation we use an inexpensive mobile ve
hicle powered by rechargeable batteries. The vehicle 
measures 225 mm in diameter and weighs about 2.7 kg 
with batteries. Currently it runs about one hour with 
one battery charge. 

We adopted the popular design of a circular plat
form with differential steering. The vehicle has a front 
and a rear castor and two drive wheels. The drive 
wheels are directly powered by independent DC elec
tric motors mounted underneath the platform. The 
motors are bidirectional and the motor controller pro
vides seven speeds in each direction. The differential 
steering gives excellent manoeuvrability with minimal 
mechanical complexity. All electronics and sensors are 
contained in a vertical cylindrical enclosure. In this way 
the vehicle does not become trapped by obstacles and 
can always backout without elaborate manoeuvring. 
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4 Environment Sensing 

Despite continuous advances in sensor technology the 
selection of sensors for an autonomous robot still re
quires many compromises. There is no single inexpen
sive sensor for probing the environment accurately in 
real-time. Sensors used in autonomous robots range 
from simple contact switches and whiskers [6] [20], to 
camera vision systems [9]. 

Sensors fall into two main categories: 
Passive sensors detect energy emitted or reflected by 
objects in the environment and include: infrared de
tectors [6] [16] [23], microphones [16], olfactory sen
sors [29], and camera vision systems [9]. Infrared de
tectors typically cover a broad spectral range and it 
is necessary to discriminate between the multiple in
frared sources in the environment. Microphones allow 
the detection of sound waves but are prone to errors 
caused by echoes. Olfactory sensors enable the robot to 
trace chemical scent trails and are therefore restricted 
to path following tasks. Camera vision provides the 
most abundant amount of environmental information 
of all the passive sensors but requires a correspond
ingly large amount of processing to interpret this infor
mation. 

Active sensors obtain information by emitting en
ergy of a particular sort and detecting the reflected en
ergy with a matched passive sensor. Examples of active 
sensors are ultrasonic sensors [2], infrared proximity 
sensors [13] [28] and laser range finders [8]. Ultrasonic 
sensors suffer from non-incident reflection problems re
sulting in inaccurate range data. Infrared proximity 
sensors detect the proximity of obstacles within a short 
distance from the robot but quickly become ineffective 
as the range increases. Laser range finders provide ac
curate distance measurements but are expensive when 
constructing multiple sensor systems. 

4.1 A Simple but Robust Infrared Sen
sor System 

The primary design criteri~n for a sensing system for 
our autonomous vehicle was low cost. To achieve low 
cost while retaining enough interaction capability for 
simple experiments we used a passive infrared sensor 
system to detect matched beacons placed in the envi
ronment. Infrared light sources and detectors are easily 
available and cheap, and beacons can identify various 
kinds of goals and obstacles [25]. The sensor circuitry 
has filters that can detect modulated infrared signals 
at seven different frequencies. The beacons emit mod
ulated infrared light to discriminate from ambient ra
diation. The infrared sensor consists of eight infrared 
diodes mounted in a semicircle on the exterior of the 
robot's cylindrical body, as shown in Figure 2. The in
frared diodes form a coarse one-dimensional facet eye 
[23] with a 180° field of view in front of the robot. The 
diodes are mounted approximately 22.5 degrees apart 
and each diode has an angle of acceptance of approxi
mately 70° . 
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Figure 2: Sensor layout and determination of beacon 
direction. In this case neurone 17 is the winning neu
rone. 

The infrared detectors, from now on called eyes, pro
vide eight signals that contain information about the 
position of a beacon in relation to the robot. With a 
Kohonen self-organising network it is possible to con
vert the sensor information into a one or two dimen
sional image. 

4.2 Calibration of the Sensor 

Because the infrared detectors were glued to the body of 
the robot their perfect alignment was impossible. Mis
alignment of a particular detector in either the horizon
tal or vertical plane by a few degrees from the angle of 
maximum sensitivity would result in the detection of a 
smaller intensity value than expected. In addition to 
misalignment, there were variations in the characteris
tics of each of the infrared detectors (Fig. 5). These 
inaccuracies complicated the interpretation of the sig
nals from the sensor array. The use of neural networks, 
and in particular self-organising neural networks, allows 
the construction of a network that will self-calibrate or 
learn the characteristics of the sensors. 

4.2.1 Kohonen's Algorithm 

A Kohonen or feature mapping network is essentially a 
topology preserving map, where inputs to the net
work that are nearby in the input space are mapped to 
neurones that are nearby in the neurone array. That 
is, the network preserves the neighbourhood relations 
of the inputs. Kohonen 's algorithm is an adaptation of 
ordinary unsupervised competitive learning, with the 
winner being the neurone with the weight vector W* 
closest to the current input i 

llx- w*ll = mindlx- w;jj, (2) 

Weight updates go to the neighbours of the winning 
unit as well as to e the winning unit itself. 

35~~---r--~--~--r-~---r--~~ 

30 
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Beacon Angle (deg) 

Figure 3: Winning Neurone vs. Beacon Angle, 33 Neu
rones. The solid line shows the ideal mapping. 
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Beacon Angle (deg) 

Figure 4: Winning Neurone vs. Beacon Angle. Beacon 
distances of 50cm, 75cm and lOOcm are plotted 

From [21], Kohonen's learning rule for weight adjust
ments is 

ilw, = 1JA(i, i*)(i- w;) (3) 

for all i and j. Where 1J is the learning rate. The 
neighbourhood function A(i, i*) is 1 for i = i*, where 
i* is the winning neurone, and falls off with distance 
jr; - r;•l between units i and i* in the output array. 

The neighbourhood function is chosen to be a Gaus-
s1an 

-lr ·-r·•fl 
A(i , i*) = e< ·,,'2' ) (4) 

where u is the neighbourhood width parameter. It is 
useful and often essential for convergence to decrease 
both the learning rate, 1}, and the neighbourhood width 
u, during training. 

4.2.2 Determining the Beacon Angle 

The purpose of the infrared sensor is to obtain informa
tion about the relative position of a beacon. Initially we 
limited ourselves to extract the relative direction. For 
converting the eight dimensional input of signal am
plitudes to an output representing the direction of the 
beacon we used a one-dimensional Kohonen network 
of 33 neurones. After training the network, each neu
ron in the map corresponds to one direction. Figure 
3 illustrates the this correspondence. The 33 neurones 
allow an angular resolution of 5.625°. The eye spacing 
is 22.5° . To obtain this resolution the network has to 
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interpolate the beacon directions that fall between the 
eye angles. 

We constructed a training set for the Kohonen net
work by capturing over 600 samples of the 8 eye am
plitudes while moving an infrared beacon around the 
robot. The beacon was kept at a constant radius of 
50cm. A simple alternative is to put a beacon at a dis
tance from the robot and let the robot turn back anf 
forth 180 degrees, on the spot, while capturing sensor 
signals. The input samples obtained were presented 
in random order to the network. The network was 
then trained for 50 epochs using Kohonen's learning 
algorithm. We achieved the best results by decreas
ing the neighbourhood width as ~. ITinit is the 

yepoch 

initial neighbourhood width and through experimenta
tion found to be approximately one third of the number 
of neurones in the one-dimensional array. We reduced 
the learning rate in a similar manner from an initial 
value of 0.5 . 

We tested the network, by placing the beacon at 33 
equidistant angles on the 50 cm radius arc. Figure 3 
shows the winning neurone for each of the 33 beacon 
angles. The Kohonen network achieved a near perfect 
linear mapping despite the variations in positioning and 
characteristics of the infrared detectors. We discuss the 
system robustness in detail in section 4.3. 

4.2.3 Distance Dependence 

The intensity of the beacon signal received by the sensor 
decreases with the square of the distance from the bea
con. The self organising training algorithm uses the Eu
clidean distance to measure the similarity of the input 
and weight vectors. The Kohonen network was trained 
with samples from a fixed distance of 50 cm. For much 
larger distances, say 1 m or more, the Euclidean dis
tance between the signal vector and the weight vectors 
of the neurones essentially becomes the length of the 
weight vector, because the signal vector is small. The 
weight vectors of the neurones at the end of the one
dimensional map are somewhat smaller than the weight 
vectors towards the centre. As the distance increases 
the neurones at the end become the winners more often. 
To avoid this effect we normalise the signal vectors (eye 
outputs). After training the network with normalised 
inputs, the system detects the angle of the beacon ac
curately over all distances. Figure 4 shows the angle vs 
winning neurone plots for the various beacon distances. 
The sensor has become distance insensitive. 

4.3 System Robustness 

.A measure of a sensor system's robustness is its ability 
to work correctly given inaccurate and/or incomplete 
input. Firstly, we demonstrate the inherent inaccu
racy of the system's eyes and explain how the topology 
preservation property of the Kohonen network makes 
the system immune to this inaccuracy. We then show 
that the system will still work when up to 6 of the 8 
eyes are disabled, and explain how the topology preser-
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Figure 5: Eye Characteristics. Each curve shows the 
signal amplitude output by an eye as beacon was moved 
around the robot at a constant distance of 50 cm. 
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Figure 6: Network Weights. Each curve shows the con
nection strengths from a particular eye to all the neu
rones in the Kohonen map. 

vation property and the eye redundancy combine to 
achieve this. 

4.3.1 Inaccurate Input 

Figure 5 illustrates the eyes' inaccuracies caused by 
misalignment and unmatched detectors. Each curve 
shows the signal amplitudes seen by an eye as the bea
con was moved around the robot at a constant distance 
of 50 cm and therefore gives the eye characteristics of 
the vision system. As can be seen, the eye characteris
tics are not uniform. 

Using the Kohonen network eliminates the need for 
precision mounting and characteristic matching of the 
detectors. Figure 6 shows the weights obtained after 
training the network with input obtained at 50cm from 
the robot. Each curve in the plot represents the con
nections from a particular eye, hence the eight curves. 
The network consists of 33 neurones and therefore each 
curve represents the 33 weight vector values of the con
nections to that particular eye. Comparing the two fig
ures, the weight vectors connected to each eye closely 
match the actual eye characteristics. Thu$ the nel'Work 
has learnt the characteristics of each eye. 
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Figure 7: Winning Neurone vs. Angle with Two Eyes 
Disabled 
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Figure 8: Winning Neurone vs Angle with six eyes dis
abled after retraining 

4.3.2 Incomplete Input 

The other facet of robustness resulting from the Koho
nen network is tolerance of incomplete or incorrect in
put data. When one or more eye characteristics change, 
retraining the Kohonen network will once again enable 
the correct determination of beacon direction. Some 
examples of changes in the characteristics of the eyes 
are detector failure, obstruction, or even a change in 
the detection angle of an eye. 

We again used the trained network of 33 neurones 
described in Section 4.2 .2 and set the input from eyes 
3 and 7 to zero. Figure 7 shows the winning neurone 
versus beacon angle with no adjustment to the net
work. Obviously, the network is now producing the in
correct response. After retraining however, the network 
corrected these errors and regained a linear correspon
dence between beacon angle and winning neurone. To 
further test this robustness to sensor failure we disabled 
all eyes except 3 and 6 and retrained the network. Fig
ure 8 shows that the network was even able to recover 
from this extreme case of sensor failure. 

The robustness of the system to incomplete input 
comes from the eye characteristic of Figure 5. From 
the graph each eye has a 3 dB coverage of approxi
mately 70° and therefore adequate interpolation is pos
sible with as few as two eyes, providing these two eyes' 
characteristics overlap. This result shows that the sen
sor design is highly redundant and therefore extremely 
robust to sensor failure . 

If some of the eyes get out of alignment or fail com
pletely it is a simple mater to retrain the the Kohonen 
map. The robot would only have to do a few half turns 
on the spot with a beacon in sight to obtain the inputs 
for retraining. 

5 2-D beacon position mapping 

After successfully mapping the relative angular posi
tion of a beacon one might ask if the actual 2-D posi
tion could also be mapped. In other words: would a 
2-D self organising map be able to extract consistently 
the distance information contained in the signal vector 
magnitudes? As mentioned in section 4.2.3, the inputs 
must be normalised for the vision system to determine 
the direction of the beacon at any distance within its 
range. Retrieval of the distance information separately 
is possible by examining the peak amplitude of the in
put signal, but this method would be susceptible to the 
sensor variability problems described previously. 

To achieve a robust two-dimensional mapping, the 
eye amplitudes were used, without normalisation, as 
inputs to 2-D square Kohonen map. The neighbour
hood function in this case is radially symmetric around 
each winning neurone. We chose a neurone grid of 17 
x 17 for the 2-D map, giving an angular resolution of 
approximately 5.625° and a distance resolution of ap
proximately 5cm. 

To obtain the training data for this network, the bea
con was moved randomly in front of the robot within a 
180° arc and between the distances of 30 and 100 cen
timetres. The network was then trained for 50 epochs 
with an initial neighbourhood width of 5. To test the 
trained network the beacon was firstly moved radially 
outward from the robot at different angles and then 
across the front of the robot at constant radius for dif
ferent distances from the robot. Figure 9 shows the 
results of this testing. The network has indeed learnt 
the topology of the input space. 

The only twisting and therefore inaccuracy is evi
dent at the sides and top of the network. These areas 
represent beacon positions at the angular and distance 
range limits of the sensors where the signals are weak .. 
At these positions the magnitudes of the eye vectors are 
small and therefore the uniqueness of the Euclidean dis
tance calculation is reduced. Despite these slight fold
ings, Figure 9 shows that for all beacon positions within 
the limits of the sensor system there is a unique win
ning neurone. Therefore the network can be thought of 
as a map of the robot's perceived environment. 

6 Learning to move to a goal 

The first sensory-motor task we wanted our au
tonomous agent to learn was that of moving towards 
one type of beacon while avoiding some other types. 
We consider this task to require two primitive, reflex
ive behaviours: goal approach and obstacle avoidance. 
Accordingly they are learnt separately. Once acquired 
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Figure 9: 2D Kohonen Network. The dark vertical lines 
represent the trace of winning neurones as the beacon is 
moved radially away from the robot. The shaded hori
zontal lines show the traces when the beacon is moved 
at constant distances from the robot. 

the two behavioural responses combine to produce an 
emergent path-finding behaviour. Several researchers 
[5], [17], [1]. have used successfully the concept of the 
agent as a set of reflexive behaviours. Figure 1 shows 
the functional components of our reflexive behaviour 
learning system. The action mapping defines a be
haviour and produces an action that is suitable for the 
given input stimulus. A learning mechanism provides 
a means of adjusting the action mapping over time to 
improve the suitability of the actions. 

We implement the action mapping as a single-layer 
neural network and train it by reinforcement learn
ing. Reinforcement learning allows the networks to dis
cover an appropriate action mapping for the desired 
behaviour without the need for an explicit training set. 
Instead, the desired characteristics of the behaviour are 
defined by a simple reinforcement function that mea
sures the suitability of the agent's actions for any sensor 
perception. The reinforcement learning algorithm per
forms a directed random search, where network weights 
change to maximise the value of the reinforcement for 
each sensation-action pair. In essence the reinforcement 
assesses how appropriate the agent's state is for the de
sired behaviour - the larger the reinforcement the more 
suitable the agent's action. 

An important aspect of reinforcement learning is that 
it does not require a detailed knowledge of the robot's 
characteristics. The network learns an appropriate ac
tion mapping in a few thousand on-line iterations of the 
reinforcement algorithm. The learning scheme is simple 
to implement, computationally inexpensive, and allows 
immediate adaptation to changes in the robot's char
acteristics. 
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Figure 10: Action mapping network 

6.1 Action mapping 

The mapping is learnt in-situ, using information taken 
directly from the sensors and acting directly on the ef
fectors. This excludes preconceived ideas about knowl
edge representation, allowing the agent to learn its own 
internal representations. 

We implement the action mapping as a single-layer 
two-neurone feedforward network that takes the eye 
amplitudes as input and produces two motor speeds 
as output. The individual neurones are stochastic [18] 
for exploring alternative actions, for a given stimulus, 
during learning. The stochastic neurones add Gaussian 
noise to their activation. Thus the mean value of the 
activation is the usual dot product of the weight and 
input vectors: 

il(t) = W(t)x(t) {5) 

The neurone output is the result of passing the noisy 
activation 

y;(t) = N(jl;(t), u(t)) (i = 1..2) 

through a bipolar sigmoid with slope {3: 

2 
a;(t) = f(y;(t)) = (1 + e-fJy;(t) 1) 

{6) 

(i = 1..2) 

(7) 
Figure 10 shows the structure of the action mapping 

network. The 8 eye amplitudes form the vector e. We 
found that the eye amplitudes could be input to the 
action mapping network without preprocessing by the 
Kohonen network. The Kohonen map was still needed 
for the reinforcement funtion, though. The bias is set 
to 1 for the goal approach behaviour so that when e is 
zero (no beacon in the field of vision) the robot can still 
move. For the obstacle avoidance behaviour the bias is 
set to zero since in this case we want to robot to stop 
moving when the obstacle beacon is no longer in the 
field of vision. 

The vector eis normalised and together with the bias 
forms input vector x. Vector e is normalised for two 
reasons. Firstly, it prevents continual growth in the 
weights since the average of the eye amplitudes is not 
zero. Secondly normalising the inputs introduces dis
tance independence so that the distance between the 
beacon and robot does not affect training. 

With normalised inputs and weights around 1, a 
value of 2 for f3 produces a roughly linear relationship 
between the neurone activation levels y and outputs a. 

Rounding the outputs produces discrete motor speeds. 
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Figure 11: Reinforcement learning architecture 

7 Reinforcement learning 

Figure 11 shows a block diagram of the reinforcement 
learning module. The purpose of the modules is to 
adapt the parameters of the action mapping. The in
puts to the module are: the position of the beacon as 
determined by the !-dimensional Kohonen network, the 
noiseless action mapping activations jl(t) and actions 
ii(t). The outputs are the weight changes and the new 
standard deviation for the noise 0'( t + 1). The main 
components of the module are the reinforcement func
tion and the adaptation algorithm. 

7.1 Reinforcement functions 

The reinforcement signal r(t) provides a measure of 
how appropriate the agent's state is for the desired 
behaviour. The reinforcement depends on the current 
sensor outputs and the corresponding action. By con
vention the reinforcement signal takes continuous val
ues between -I and + 1, with the former indicating least 
appropriate and the latter indicating most appropriate. 
A reinforcement of zero or a small value indicates that 
the action is neutral for the desired behaviour. It would 
be desirable to let the agent find an appropriate rein
forcement function by itself. We do not yet know how 
t.o do this. Therefore we rely on an external specifica
ti(Jll (Jf the reinforcement function. It might appear that 
in this way we sidestep the learning process completely. 
This is not so. The desired behaviour is generated by 
a specific set of values of the action mapping's param
eters. These values are specific for a given physical 
implementation of the sensors and effectors. Whereas 
t,he reinforcement function is independent of the physi
cal realisation. The same reinforcement function can be 
usf~d on different agents, as long as the sensor and effec
tor signals retain the same meaning. The agent learns 
l.o us1~ its sensors and effectors to enact a behaviour 
SJH~r: ified in general form. 

We were interested in two behaviours: goal approach
ing and obstacle avoidance. For goal approaching the 
desired behaviour of the agent is to move forward, with 
t.he goal in the centre of its field of vision, so that it fol
low the shortest path to the goal. The situation where 
tbcre is no goal in the field of vision (the robot has 

turned its back to the goal) is undesirable and should 
be negatively reinforced. Likewise backing away from 
the goal is undesired behaviour, whereas turning to
wards the goal should be reinforced in proportion to 
how well it faces the goal. The reinforcement function 
r 9 for goal approaching can be specified by the following 
table: 

I Situation I Reinforcement I 
no goal in sight -1 
not moving or moving backwards -0.9 
turning away from the goal -2rx/rr 
turning towards the goal 0.95- 2rx/rr 
in front of the goal 1 

Where ex is the angle, in radians, of the orientation 
of the robot with respect to the goal. 

A reinforcement function r0 for obstacle avoidance 
behaviour can be constructed in a similar manner. In 
this case it is very undesirable for the agent to be close 
to the obstacle and facing it. To avoid an obstacle the 
robot has to turn away from the obstacle quickly until 
the obstacle is no longer in its field of vision. Move
ment of the robot is inappropriate since we want all 
movement to be caused by the goal approaching be
haviour. This is explained in section 8.5. It is most 
desirable to have the obstacle out of the field of vision. 
Turning away on the spot while the obstacle is still in 
the field of vision becomes more desirable the faster it 
turns. Appropriate reinforcement function values are 
as follows: 

I Situation I Reinforcement I 
close to and facing the obstacle -1 
moving -0.5 
turning towards the obstacle -0.5 
no obstacle in sight 1 
turning away from the obstacle I 0:/0:marr: I 

The exact values of the reinforcement function are in 
many situations not critical, as long as they are com
patible with the desired behaviour. 

7.2 Reinforcement learning algorithm 

For training the action mapping network we use Gulla
palli 's reinforcement learning algorithm [18] for stochas
tic neurones. In this algorithm the reinforcement signal 
controls the noise level in the neurone activation. The 
noise provides a mechanism for local exploration for 
better response of the neurones. The noise level de
creases when the reinforcement function signals more 
appropriate response: 

O'(t) = ku(l- r(t)) (8) 

where ku is a constant between 0 and 1. The weights 
are adapted in a way analogous to the delta-rule with 
the difference that the weight changes are not propor
tional to an error term but to the deviation of the noisy 
output from the mean (noiseless) output: 

~W(t+I) = ?J(l-1 r i)sgn(r)[y(t)-f(jZ(t))]i(tf (9) 

Where 11 is the learning rate and r is the reinforcement. 
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8 Implementation and Results 

8.1 Simulation 

To test the training method we first simulated the 
robot behaviour on an IBM-compatible PC using ANSI 
C code. The simulation implements the action map
ping and Kohonen network, performs the reinforcement 
learning algorithm, and displays the robot, beacons, 
and environment in a top-down view. The environment 
is a rectangular area whose edges define the limits for 
the robot's movement. To determine the conditions 
required in the reinforcement function we used the fol
lowing auxiliary quantities: 

n(t) is the winning neurone at time t as determined 
by the Kohonen network. It represents the angu
lar position of the goal or· obstacle. We labelled 
the neurones by their position number from left to 
right. The total number of neurones in the Koho
nen net was 33. 

turn to determine if the robot is turning 

turn= sgn(l n(t -1)- 171- I n(t) -17 I) (10) 

a The expression (n(t) - 17)/17 gives a normalised 
measure the of orientation, 2a/tr, of the robot rel
ative to the beacon. 

e(t) The vector of eye amplitudes. If max{edi = 
1..8} = 0 then no beacon is in the field of view. 
If max{e.-li = 1..8} = 255 the beacon is close by. 

a1(t)- ar(t) determines the translation of the robot. 
a1 and ar are the left and right motor speeds re
spectively. When this quantity is negative there is 
net backward motion and when it is zero there is 
no translation , but possibly turning on the spot. 

Each reinforcement function can be thought of as a 
mapping from a 6-dimensional input space {max{e;}, 
min{e;}, a1(t- 1), ar(t- 1), n(t), n(t- 1)) that de
scribes the agent's current state to a !-dimensional out
put that measures how appropriate the agent's current 
state is for the given behaviour. How the mapping is 
implemented is not important, so long as the value of 
the reinforcement increases the more appropriate the 
agent's action is. 

The reinforcement functions may seem rather compli
cated they only require a basic knowledge of the sensor 
and effector characteristics. No complex mathemat
ical modelling is necessary, and the only sensor pro
cessing required is calculation of the winning neurone 
(done automatically by the Kohonen network) and the 
maximum signal amplitude. Because the reinforcement 
functions define the behaviours only in terms of sen
sor input and effector output, learning takes place in 
the robots own internal representations, rather than in 
human-specified representations. 
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8.2 Training methodology 

We train for each behaviour separately using one bea
con. At the start of training the action mapping weights 
are set to zero. The reinforcement algorithm is applied 
to the action mapping network repeatedly until the be
haviour is learnt or deemed to be impossible to learn. 
A training step is one iteration of the reinforcement 
learning algorithm. A training cycle consists of plac
ing the robot at a random distance from a beacon and 
executing a maximum number ts of training steps, or 
until the robot reaches the limits of its environment, 
or until the robot succeeds in its task (r = 1), or until 
the robot failed (r = -1). To cover a wide range of 
starting conditions, for each new cycle the robot's ini
tial orientation was progressively turned away from the 
beacon. 

Several training cycles constitute one training at
tempt. After each attempt the weights were initialised 
to zero. Training attempts were terminated in one of 
two ways: when the percentage of successful training 
cycles fell below 80% or after tc cycles. In the for
mer case a new training cycle was started if the user
specified number of maximum training attempts ta had 
not been reached. 

The behaviour is assumed to have been learnt if a 
training attempt terminates at tc cycles. While tc 
is sufficiently large then the success rate of 80% en
sures the behaviour has been learnt. The behaviour 
is deemed to be impossible to learn if ta attempts are 
reached. 

Experimentation shows that a maximum of 300 train
ing steps, 100 training cycles, and 10 training attempts 
is sufficient to ensure that the behaviour is always 
learnt. Typically, it takes 1000-3000 iterations of the 
reinforcement learning algorithm to learn the goal ap
proach or obstacle avoidance behaviour. The number 
of training steps, cycles and attempts varies, however 
training is always successful within a few attempts. 
Failure only occurs if a very poor reinforcement func
tion is chosen, such as one containing conflicting aims. 

Several training attempts are often necessary due to 
the random search nature of reinforcement learning, the 
wheel and eye placement on the robot, and due to the 
reinforcement functions. Because of these factors the 
weights will sometimes reach a configuration that can
not be escaped from and that gives poor behaviour. 
When such a configuration occurs it is best to restart 
training with zero weights. 

8.3 Trained Behaviour 

When training is complete the reinforcement learning 
mechanism and the noise are switched off. Thus the ac
tion mapping network is now completely deterministic. 
After successful training the robot reaches the goal re
gardless of its initial starting position and orientation. 
The robot rotates until the goai comes into view, and 
then quickly centres it in its field of vision while mov
ing towards it. For obstacle avoidance the robot rotates 
away from any obstacles in its field of vision, regardless 
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Figure 12: Combination of Behaviours 

of its initial position and orientation. 

8.4 Parameter Sensitivity 

The following parameter values were used during train
ing: k17 = 0.5 and 7J = 0.7. The action mapping net
works for both behaviours show low sensitivity to the 
training parameters. Varying the value of constant k17 

between 0.1 and 1 has little effect on training speed or 
success rate. Only when the learning rate 1J is made 
very small ( 1J < 0.1) or very large ( T} > 1) is training 
speed visibly affected. In both cases the training speed 
and success rate decrease. A statistical analysis of the 
effects of the training parameters still remains to be 
done. 

8.5 Combining the Basic Behaviours 

When the reflexive behaviours of goal approach and ob
stacle avoidance combine, a new path finding behaviour 
emerges. The method of combining the behaviours is 
shown in Figure 12. There has to be an action map
ping network for each type of beacon in the environ
ment. The activations for each action mapping are 
simply added and limited to produce final left and right 
motor speeds. As mentioned earlier the eye inputs to 
the action mapping for goal approach were normalised. 
This is because we want the robot to move to the goal 
regardless of how far away it is. However for the ob
stacle avoidance behaviour we want a more local effect 
because the robot only should react to obstacles that 
are close. To achieve this the eye inputs were not nor
malised but scaled by 1/255 and then squared. With 
scaling alone the robot starts to react to an obstacle 
when it is too far away and the robot makes large de
tours around obstacles. Squaring the elements of ere
duces the range where obstacles can be detected .. Fig
ure 1:3 shows an example trace of the robot's position 
for the emergent path finding behaviour. Millan and 
Torras (27] used a two-layer network for to generate ac
tions for a path-finding behaviour . They showed that 
the mapping is not linearly separable. However they 
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Figure 13: Emergent Path Finding Behaviour. Typical 
trajectory in a robot simulation. The obstacle beacon is 
closest to the robot and represented by a single circle, 
while the goal beacon is displayed as two concentric 
circles. 

consider path finding as a single behaviour and do not 
attempt to decompose it into simpler ones. Asada et al. 
[3] have combined several simple behaviours to produce 
a new behaviour in the context of reinforcement learn
ing. They tested various alternatives in the context of 
discrete state reinforcement learning (Q-learning). The 
situation with our robot is simpler as our implementa
tion does not require a quantisation of the signal and 
action space. 

The advantage of decomposition for the behaviour 
of our robot is that each reflexive behaviour is learnt 
separately with a simple single-layer network. We com
bine the behaviours in the simplest way by adding the 
action mapping outputs. 

Two problems arose when combining the behaviours. 
The first occurred due to a poor initial choice in the 
characteristics of the obstacle avoidance behaviour. 
Originally this behaviour caused to robot to reverse 
away from obstacles. However, when combined with 
the goal approach behaviour, the robot often came to 
a standstill as the two behaviours cancelled each other 
out. Thus we decided that all net movement would be 
produced by the goal approach behaviour, so that some 
movement was always guaranteed. 

The second problem is inherent to the purely reflexive 
nature of the behaviour. It is possible to place beacons 
in such a way that the behaviours cancel out, driving 
the robot into a wall or a beacon, or causing it to come 
to a halt. 

Despite the limitations of a purely reflexive system, 
the path finding behaviour also works well with addi
tional beacons. For each beacon an action mapping 
with the appropriate weights is added to the structure 
shown in Figure 12. As can be seen in Figure 14, the 
robot still succeeds in reaching the goal in the presence 
of several obstacles. 

In our current implementation neither of the reflexive 
behaviours attempts to halt the robot when it reaches 
the goal. We simply stop the operation of the net
work . However it would be straightforward to imple
ment a reversing behaviour that outputs motor speeds 
that have the opposite sign of thos~ produced by goal 
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Figure 14: Emergent Path Finding Behaviour With 3 
Obstacles 

approach, and are proportional to the distance to the 
goal. When added to the goal approaching behaviour 
the robot would come to a halt near the goal. 

8.6 Robustness and Versatility 

The robot and its learning system show robustness and 
versatility. Robustness means that the robot can per
form its task efficiently even when the sensors and effec
tors are inaccurate or drifting. Versatility means that 
the architecture requires only a few simple modifica
tions to take into account new robot characteristics. 

Robustness arises from four interrelated sources. The 
first is the presence of the external feedback loop. Dur
ing operation, signals from the eyes cause motor speeds 
that via the environment cause new eye signals. If for 
example the motors have slightly different actual speeds 
for equal action mapping outputs, the feedback loop 
provides an automatic means of adjustment. The robot 
knows nothing about inaccurate motors, it simply sees 
that it is off course and adjusts accordingly. 

The second source of robustness comes from the ac
tion mappings. Each mapping is a multidimensional 
function that incorporates the characteristics of the 
robot for a given behaviour. This can be interpreted 
as a self-calibration property, similar to that of the Ko
honen network. Figure 5 shows that the real robot's eye 
characteristics are neither uniform nor identical. This 
has no consequences since the characteristics of the eyes 
are encapsulated in the action mapping weights. Re
gardless of the inaccuracy, if the goal is on the left, the 
robot will turn to the left. If the eye characteristics 
have drifted over time and the turn is inaccurate the 
feedback loop provides compensation. 

The third source of robustness relates to the eye re
dundancy. Simulations have shown that with 8 eyes, 
all can be inaccurate and several can even fail without 
significantly affecting performance. 

Finally the fourth source of robustness is the Koho
nen network. During training the winning neurone is 
one of the inputs to the reinforcement functions. As 
explained in section 4.3, using the winning neurones 
to calculate the beacon direction is significantly more 
accurate than using the raw eye amplitudes. 
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Versatility comes from the structure and from re
inforcement learning. Very little previous knowledge 
about the characteristics of the robot is needed. It re
quires only minimal changes to adapt the system to 
new robot characteristics. For example, if the robot's 
eye configuration changes, the only human intervention 
required is retraining of the Kohonen network and may 
be a few simple modifications to the reinforcement func
tions. Once the reinforcement functions are modified it 
is a simple matter to retrain for each behaviour. 

8. 7 Behaviour of the Real Robot 

So far the real robot uses the action mapping networks 
for goal approach and obstacle avoidance with network 
weights learnt in the simulation. The goal approach 
and obstacle avoidance behaviours work satisfactorily. 
Combination of the behaviours also produces a reason
able path finding behaviour as predicted by simulations. 
That the behaviours learned by simulation work on the 
real robot validates the simulations. We still lack the 
means, other than video, to record the trajectory of the 
robot in its environment, therefore we show the screen 
displays from our simulation to convey the kind of tra
jectories the real robot follows. On the real robot the 
performance is somewhat reduced because of ambient 
light affecting the vision system. 

9 Conclusion 

An autonomous mobile robot must be able to navigate 
in uncharted environment. There is still a significant 
technological challenge in designing a simple, generic 
and robust navigation control system. The flexibility 
and adaptability of neural networks make them attrac
tive as building blocks for control systems for diverse 
sensory-motor tasks. Use of neural networks goes hand 
in hand with machine learning methods to train the 
networks. In recognition to the demand for demon
strations of the viability of learning and control algo
rithms in real systems we described an inexpensive mo
bile robot for experimentation with learning and con
trol methods. Within the constraints imposed by our 
selection of a cheap sensor system, we showed that it 
is possible to realise a generic navigation system using 
neural networks and reflexive behaviours only. 

A Kohonen network converts a simple sensor array 
into a crude vision system. The robot navigates as a re
sult of two superposed behaviours: goal approach and 
obstacle avoidance. Our learning scheme is halfway be
tween supervised and unsupervised learning. Learning 
is by means of a predetermined reinforcement function, 
for each behaviour, that requires onlygeneral knowl
edge of the robot'sarchitecture. The learned behaviour 
allows the robot to find apath to the goal in almost 
all situations, even with multiple obstacles in the envi
ronment. So far learning was undertaken only in sim
ulation. It took between 1000 and 3000 iterations of 
the reinforcement learning algorithm to learn the be
haviour. The behaviour learned in the simulation also 
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worked when transferred to the real robot. 
Preliminary experiments with training the robot in 

real time were also success. These experiments will be 
described in more detail in a forthcoming paper. 
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Abstract - The modified probabilistic neural 
network is applied to the problem of detecting 
Doppler shifted chirp signals. It is shown to be 
superior in performance to a single linear 
correlator, multiple parallel linear correlators, a 
quadratic filter and multi-layer perceptron and 
radial basis function neural network filters. Not only 
is the modified probabilistic neural network more 
accurate in respect to amplitude and time but it 
performs much better in the presence of noise. It has 
the desirable feature that it may be trained with 
noiseless data and still perform very well as noise is 
added. 

1. Introduction 

The Modified Probabilistic Neural Network 
(MPNN) was developed for general nonlinear signal 
processing applications. Its architecture is 
particularly suited to nonlinear correlator 
applications as it stores a number of representative 
templates and interpolates very effectively between 
them. This will be demonstrated by applying it to the 
detection of both analogue and binary Doppler 
shifted chirp (linear frequency swept) signals. To 
demonstrate the effectiveness and superiority of the 
:MPNN method it has been compared with a linear 
correlator, multiple parallel linear correlators, a 
quadratic filter and with Multi-layer Perceptron 
(MLP) and Radial Basis Function (RBF) neural 
network filters. 

2. Review of the Modified Probabllistic 
Neural Network 

The modified probabilistic neural network was 
initially introduced by Zaknich et al in 1991 [1,2]. It 
is closely related to Specht's General Regression 
Neural Network (GRNN) [3] and both are related to 
Specht's Probabilistic Neural Network (PNN) [4] 
classifier. The methods of the MPNN and GRNN 
have similarities with the method of Moody and 
Darken [5,6]; the method of radial basis functions 
[7,8]; the Cerebellar Model Articulation Controller 
(CMAC) (9,10]; and a number of other 
nonparametric kernel based regression techniques 
stemming from the work of Nadaraya [11] and 
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Watson (12]. If it can be assumed that for each local 
region in the input space represented by a centre 
vector ci there is a corresponding scalar output Yi 
that it maps into then a convenient general model to 
use for all forms of the :MPNN and even the GRNN 
is equation (1). 

M 
" :E Z;Y;/; ( C; - x, u) 
y(x) = i=~ (1) 

_L Zif; ( ci - x, u) 
1=1 

x input vector. 
c· centre vector for class i in the input space. l 
cr single learning parameter selected in training. 
!;(.) is a radial basis function of (ci-x) and cr. 
Yi output related to ci (real valued or quantised). 
M number of unique centres q. 
Zi number of vectors xj associat~ ~th centre Ci. 
l: Zi = NV the total number of trammg vectors. 

Figure 1 shows the basic :MPNN architecture. 
Careful inspection will reveal that the initial stages 
are similar to the PNN classifier. 

Equation (1) represents the GRNN if all the Zi= I, 
the Yi are real valued, the centre vectors q are 
replaced with individual training vectors xi and 
M=NV. For the GRNN every single training pair {xi 
~ Yi 1 i = 1, ... NV } is directly incorporated into its 
architecture, whereas, for the :MPNN a reduced set 
of training pairs {Ci ~ Yi I i = l, ... M }is used. The 
parameters ci, Yi and ~ are chosen simply and 
systematically via methods having low 
computational costs. 

Two methods, :MPNN Method A and :MPNN 
Method B are commonly used [2,12]. Method A 
training relies on grouping similar Yi in the output 
space and then associating them with the mean q of 
a local group of input vectors. Method A produces a 
smaller network size M. However, it can only be 
used when there is a one-to-one correspondence 
between small local regions in the input space and 
small local regions in the output space. Otherwise 
Method B, which can be defined as a vector 
quantised version of the GRNN, must be used. 
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Fig. 1 The Basic MPNN Architecture 

Whichever MPNN method is used the resulting 
network is a semiparametric version of the GRNN 
which tends to smooth noisy data a little more than 
the GRNN. The MPNN retains the benefit of the 
GRNN with respect to ease of training by the 
adjustment of a single parameter a but the MPNN is 
always smaller in network size. For many problems 
there is a single value of a which produces the best 
regression results when tested with a test data set 
independent of the training set. 

A Gaussian radial basis function is often used for 
f;(x) as defined by equation (2). 

-(c· -xl (c· -x) 
/;(x) = exp 1 1 (2) 

I 2dl 

There are many other suitable radial basis functions 
which can be chosen in place of the Gaussian 
function. The simplest is the topbat function defined 
by equation (3). This function can be used to 
simplify the hardware implementation but at the 
expense of a possible loss in performance. 

Jj (x) =I, if ~(c;-xl (c;-x) ~ u (3) 

f; (x) = 0, otherwise 

Training for the MPNN simply involves finding 
the optimal a giving the minimum mean squared 
error (mse) of the difference of the network output 
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and the desired output for a representative testing set 
of known sample vector pairs {xr-+Yj I j=1, ... NUM}. 
In most applications there is a unique a that 
produces the minimum mse between the network 
output and the desired output for the testing set and 
can be found quite easily by trial and error. Since the 
relation between a and mse is usually smooth with a 
broad minimal mse section, cr can also be found very 
quickly by a convergent optimisation algorithm 
based on recurrent parabolic curve fitting [14]. 

3. Doppler Shifted Chirp Detection 

A matched filter detector is often used to detect 
sonar signals. However, this can be very 
unsatisfactory if the signals are reflected from fast 
moving objects like torpedos. Fast moving sonar 
targets cause a significant Doppler effect which 
frequency shifts the signals. A correlator detector 
matched to an unshifted signal will produce both 
amplitude and delay errors when detecting shifted 
signals. This problem can be addressed in a number 
of ways. It is possible to have multiple parallel 
correlators matched to a number of templates spread 
uniformly over the expected range of the shift. The 
correlator producing the highest peak output above 
the detection threshold is taken to give the best 
detection estimate. It is also possible to train a 
MPNN, a GRNN or some other nonlinear filter or 
Artificial Neural Network (ANN) by supervised 
training to learn the relationship between shifted 
signal inputs and desired correlator outputs. Such a 
nonlinear correlator model has been described in 
reference [15]. In past work it has been shown that 
the MPNN and GRNN produce very similar outputs 
with the MPNN being faster for serial computer 
implementations. Consequently, only the MPNN 
will be considered in the following tests and 
analyses. 

To demonstrate this application some digitally 
sampled signal waveforms were simulated to 
produce training, testing and validation data sets. A 
sampling frequency of 48 KHz was used. Each input 
waveform had the same amplitude of ±1.0 and was 
composed of a sequence of I ms chirps linearly 
swept from 4 KHz to 8 KHz and subjected to 
Doppler shifts ranging from Sv/c = -0.2 to +0.2 (Sv 
is the change in signal velocity due to the moving 
target and c is the speed of sound). As illustrated in 
Figure 2, the output waveforms were ideal matched 
filter outputs as would be produced by sliding a non 
Doppler shifted correlation template past the chirps, 
assuming they were not Doppler shifted. The 
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template chirp was 48 sample points in length, the 
same as the input vector x dimension ie. the 
detection aperture window. 

:I Q A AAA . ~AA! I ] rv~~: Q IT~~ -10 50 100 150 200 
Input Waveform 

+ .AV- -: oA~~ ,., j 'Vu <T' ,..v v • 
-1 

0 50 100 150 200 
Desired 0u1put 

Fig. 2 200 Points of a Typical Waveform 

From these signals a number of data sets of 
input/output pairs were extracted The summary 
details of these sets are shown in Table I. Each data 
pair had an x input vector size of 48 mapping to a 
scalar correlator output y. The Tra.in1, Test2, and 
Vall sets had no noise in their inputs whereas the 
Train2, Test1, Val2 and Roe sets had various levels 
of random noise added. The random noise had a 
symmetrical tophat probability density distribution 
with signal to noise ratios (SIN) as indicated in 
Table I. These data sets were designed for training 
and to test the peak detection levels and delays of 
each detector. The Tra.in1 data set had 21 chirps 
with Doppler ratios (Doppler ratio = l+(Bv/c)) of 
0.80, 0.82, 0.84, 0.86, 0.88, 0.90, 0.92, 0.94, 0.96, 
0.98, 0.00, 1.02, 1.04, 1.06, 1.08, 1.10, 1.12, 1.14, 
1.16, 1.18 and 1.20 respectively. The Test1 and 
Test2 data sets had 20 chirps at Doppler ratios in 
between those of Train1 ie. 0.81, 0.83, 0.85, 0.87, 
0.89, 0.91, 0.93, 0.95, 0.97, 0.99, 1.01, 1.03, 1.05, 
1.07, 1.09, 1.11, 1.13, 1.15, 1.17 and 1.19 
respectively. Train2 was the sum of the Train1 and 
Test1 data sets. The Vall and Val2 data sets both 
had 12 chirps with randomly selected Doppler ratios 
of 0.845, 0.853, 0.834, 0.969, 0.991, 0.947, 1.082, 
1.042, 1.074, 1.104, 1.113 and 1.117 respectively. 
The Roe data set was different from the others. It 
was designed to test the Receiver Operating 
Characteristic (ROC) of each detector and it 
consisted of 360 chirp vectors plus random noise all 
mapping to an output value of 1.0 and 360 non chirp 
random noise input vectors all mapping to 0.0. The 
random noise had a symmetrical tophat probability 
density distribution as before but at three different 
SIN levels. The signal power was -3.0 dB and the 
three noise power levels were -28.8 dB, -16.8 dB 
and -9.8 dB with corresponding SIN of 25.8 dB, 
13.8 dB and 6.8 dB. The same 12 chirps found in 
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data sets Vall and Val2 were used in the Roe data 
set. Each of these 12 chirps had 10 random sets of 
noise at each of the three levels added to them to 
make the 360 signal plus noise vectors. The 
remaining 360 vectors were made up of 120 random 
vectors at each of the three noise power levels. 

4. Results 

Table n summarises the comparative results of 
the various methods used to solve this problem; the 
single correlator, multiple parallel correlator, 
quadratic filter and :MLP, radial basis function and 
MPNN (Method B, Nx=2 and N=64000, with a 
Gaussian radial basis function according to equation 
(2)) filters. All networks were trained via supervised 
training. The MPNN was trained with the noiseless 
training data set Train! and then tested with the 
remaining sets as shown. The other networks were 
trained with the noisy training set Train2 and tested 
with the remaining sets as shown. The number of 
training iterations, training times, individual vector 
evaluation times and resulting mean squared errors 
are compared. The times quoted in Table n are for 
software implementations of the various networks all 
written in Borland C 4.5, compiled for the Windows 
32 bit environment and running on a Pentium 90 
PC. 

TABLE I 
Data Set sty-dlma. No. pain x-SIN No. CbifliS 

Tnlnl (MPNN] 48/1 1974 CO 21 
Tnln2 Others) 48/1 3854 6.8dB 41 

Teal 48/1 1880 6.8dB 20 
T..U 48/1 1880 CO 20 
V all 48/1 1128 CO 12 
V all 48/1 1128 13.8dB 12 
Roe 48/1 120 various 360 

The results in Table IT show that the MPNN 
exhibits superior performance in all respects except 
vector execution times. However, for parallel 
hardware realisations the vector execution time is 
not a significant issue. The MLP performs quite well 
for relatively low noise signals but it requires a 
considerable training time and it does not generalise 
well when the signal noise increases. 

One of the main advantages of the MPNN in this 
and other applications is that it can be trained with 
noiseless training data and still perform very well 
with noisy signals. As the noise increases in the 
input signal only minor adjustments of cr are 
necessary to maintain an optimal performance. 
This is because cr2 opt is related to the input noise 
variance since each fadial basis function models the 
local input noise pdf. Figure 3 shows the mse vs cr 
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for the Testl data set to be relatively flat over a wide 
range of cr~ This means that the same cr can be used 
over a wide range of noise variance with minimal 
error. To perform adequately, the MLP and some 
other ANNs must be trained over the full range of 
expected noise levels because their parameters are 
not directly related to the noise statistics as are the 
MPNN parameters. This feature of the MPNN 
makes it extremely useful for most practical design 
problems where noise levels can vary considerably 
during operation. 

Network 
Type 

~~Istor 
I Temp!. 

~o'=r.::Or 
21 Temp!. 

QWid 

48148211 

MLr 

4848-1 

.IUU' 

48-750-1 
GaussRBF 

Ml"NN 

Melh.B 
48-1656-1 
GaussRBF 

mse 

TABLE ll 
Trainl, Testl, Vall- no noise, 

Test1 - SIN = 6.8 dB, 
Vall- SIN= 13 8 dB . . 

Data Train mse G Train 
Set iterJ :d0-6 opt time - in lee 

- - - -
Test I 93040 -
Test2 86948 -
V all 83744 -
Val2 84240 -- - . -
Test! 201586 . 
Test2 191372 -
V all 188294 -
Val2 189390 -
f::f 12x!06 ~~ 

. 
35x10 . 

Test2 12800 - 5 
V all 12378 . 
Val2 44526 

±:if 36x!06 'i1t . 
16x10 -

Test2 354 - 5 
V all 368 -
Va12 960 -
±:tf I ~ - 77x10--
Test2 386 - 2 
Val1 342 -
Val2 604 -

±~' 1 1662 0.40 131 
Test2 188 0.36 
V all 69 0.27 
Val2 115 0.27 

r ::: : =:1 

Vect. 
evaL 
in lee 

-
0.00003 

-
0.00067 

0.00102 

0.00125 

0.07410 

-
0.06945 

0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 a 

Fig. 3 mse vs cr for the MPNN, Test1 

Tables m to VI show the correlator peak outputs 
and delay errors (A) for the 12 chirps in the Vall 
and Val2 data sets for the various methods including 
a classical linear correlator detector. The Doppler 
ratio is specified for each chirp. These peaks can be 
inspected in Figures 4 and 5 which show the filter 
outputs for the V all and Val2 waveforms. 
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TABLE m 
V all Data Set- no noise 

rati 
fJ?P

0
·c ~mgle *~ Quad MLP RBF r::· :;"· I 

TABLE W 
Va11 Data Set -no noise 

~ ~ingle ~ult. Quad MLP RBF 
Corr. Corr. 
11 11 11 11 11 

+ 

13 

- --- -. ---

TABLE V 
V all Data Set- SIN=13.8 dB 

Sin~e Mult. Quad MIY "RBF 
Corr. Corr. 
ll r eak eak r eak 

0, 

TABLE VI 
V all Data Set- SIN= 13 8 dB . 

~ ~,i~e Mult Quad MLP RBF 
Corr. Corr. 
11 11 11 11 11 

+ 12 - - - -
+ 
+1 2 -

- -- -
- - + 
- --- -
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MPNN 

1>4 

MPNN 

11 

MPNN 

oeak 

MPNN 

,.,. 

The linear correlator produces the worst peak and 
delay errors, especially as noise is added. All the 
neural networks perform fairly well with some 
degradation with noise. It is interesting to note that 
the RBF performs better than the MLP in respect to 
both peak and delay errors as noise is added and the 
MPNN performs almost perfectly. This can be 
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verified by inspecting the filter output waveforms in 
Figures 4 and 5 and the values in Tables ill to VI. 

Figure 6 shows the detection outputs for the Roe 
data set input and figure 7 shows the ROC curves for 
all the detectors. The ROC curve shows a plot of the 
probability of detection (Pd) vs the probability of 
false detection (Pf) as the detection threshold is 
varied through its fu.lt range. The area under the 
curve is a measure of the effectiveness of the 
detector. If the area is 1 then the detector is capable 
of perfect signal discrimination for a given level of 
signal and noise. If the area is 0.5 then the detector 
is not capable of any discrimination beyond that 
achieved by chance alone. The Roe data has three 
levels of noise which represent the range of expected 
noise. The first half of the Roe data should ideally 
produce an output of 1.0 and the second half 0.0. 
The MPNN filter clearly produces the closest 
approximation to the ideal as shown in figures 6 and 
7. 

In this simulation the training set was a minimal 
set of 1974 vector pairs specifically crafted for the 
problem to make the design easier and more 
efficient. Consequently, the MPNN Method B 
training removed only a small number of 
redundancies remaining in the training set resulting 
in a network size of M=l656. Normally, if little is 
known about the problem many random training 
pairs are taken from the process and then the MPNN 
Method B training is used to remove and order the 
redundancies. In that case the benefits of the MPNN 
network reduction would be more apparent. Clearly, 
if prior knowledge of the problem does exist it 
should be used to minimise the design task as has 
been done in this example. The number of MPNN 
Method B input quantisation levels used in this 
example was minimal at Nx=2 and the number of 
output quantisation levels was maximal at N=64000. 
It would have been possible to reduce the MPNN 
size M a little more by reducing N but at the expense 
of peak value accuracy and higher mse. Clearly in 
this type of problem a higher mse due to coarser 
output quantisation would have no real detrimental 
effect on the detector performance. 
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Fig. 4 V all Data 

Australian Journal of Intelligent Information Processing Systems 



_:~ .. H·•:u~ • 'ffi l 
0 200 400 800 800 1000 1200 

Input WIMII'orm 

_:ft·H+lHlH+i· I 
0 200 400 800 800 1000 1200 

Desinld Output 

+~++t+H+t+f+ l 
-1 o:------:-:200-:---400:=---'--::-600=-----:-:aoo::--'---:-1ooo':':-:--'-----:-::'1200-

Single Correlator Output 

~~· :·~~· l 
0 200 400 600 800 1000 1200 

Multiple Comllator Output 

:ft·. :._ •)·++ t ~ ~ ~ + l 
"
2

o 200 400 800 800 1000 1200 
MLP Filter Output 

_:ft·H i l·H -H·i·l+ l 
0 200 400 600 800 1000 1200 

MPNN Flllar Output 

Fig. 5 Vall Data 

Australian Journal of Intelligent Information Processing Systems 

_:~': : ·. -~ l 
0 100 200 300 400 500 600 700 800 

Single Com!lalar Output of Roe Dala 

_:f , , : . I : : ~- l 
0 ~ 200 300 400 500 600 ~ 800 

Muliple Corralalor Output of Roe Data 

:~: : ~·~ l 4 . 
0 1 DO 200 300 400 500 800 700 800 

Quadnltic Output of Roe Data 

_:f ~ --~~ : : : ... ~ l 
0 100 200 300 400 500 600 700 800 

MLP ConelaiDr Output of Roe Dala 

_:t : ": -~ : : : .. : l 
0 100 200 300 400 500 800 700 800 

RBF Output ot Roe Data 

:[ ' ' ,. :""' : ' ' l 
1 ~ 200 300 400 500 800 ~ 800 

MPNN Output of Roe Data 

Fig. 6 Roe Data 

... ... 
1--___-/ u 

u .. 
u 
u .. .. .. . .. .. . .. ... 

'• .. :!.C...: u . " '• .. ::. c..:. . . 
... .. . .. u .. u .. . . .. .. 

OJ .. ... 
~ .. 

u u .. •. 
'• .. ~,: u . " '• .. u .. u .,.,_ ... ... .. 

~ .. .. . 
u .. .. • .. . . 
u : u •. •• •, u .. .. u ' " '11 ... .. .. .. -- --

Fig. 7 Receiver Operating Curves 

147 

. " 

. " 

. " 

Winter 1997 



148 

5. Principle Component Analysis Vector 
Reduction 

Although there would seem to be no 
computational advantage to using an MPNN over 
parallel correlators, the advantage lies in its ability 
to also compensate for other channel nonlinearities 
and to better discriminate against noise. It is 
possible to reduce the computational complexity of 
the MPNN by vector reduction techniques such as 
Principle Component Analysis (PCA) [16]. This is 
shown in Table VII. The original input vector size of 
48 was reduced by taking the most significant 14 
eigenvectors of the input covariance matrix and 
constructing the appropriate transformation matrix. 
By doing this the MPNN network size M was also 
reduced a little from 1656 to 1629. The performance 
of MPNN has not been appreciably affected for 
noiseless data but the training and vector evaluation 
times have been reduced. Performance was reduced 
more for noisy data because the PCA covariance 
matrix was computed from the noiseless training set 
Trainl. This could be improved by using noisy 
training data for the covariance matrix. 

Network 
Type 

~rB 
14-1629-1 
Gauss 
RBF 

TABLE Vll 
Trainl, Test, Vall- no noise, 

Testl - SIN = 6.8 dB, 
Va12 -SIN= 13 8 dB . . 

Data Train - 0' Train 
Set iterJ s;~o-6 opt time 
~ In see 

f:til - -
I 2875 0.386 49 

Test2 212 0.302 
V all 118 0.246 
Val2 220 0.223 

6. Zero Crossing Signals 

Ved. 
evlll. 
In see 

-
0.0261 

The same training and testing signals were taken 
as above and the analogue input signals were 
converted to binary signals by thresholding at the 
zero crossing points. An example of this is shown in 
Figure 8 which shows the first 200 points of the 
training waveform. From these signals a number of 
data sets of input/output pairs were extracted similar 
to those listed in Table I. These sets are designated 
as ZTrainl, ZTest1, ZTest2, ZVal1, ZVal2 and 
ZR.oc to distinguish them from the first sets. 
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Fig. 8 200 Points of ZTrainl Waveform 

7. Zero Crossing Results 

The same tests as before were performed for a 
multiple correlator detector and a MPNN (Method 
B, Nx=2 and N=64000, with a Gaussian radial basis 
function according to equation (2)) filter using the 
binary data to compare results with the analogue 
system. Figure 9 shows the mse vs er for the ZTest1 
data set to be relatively flat over a wide range of cr. 
This is similar to the analogue signals except that 
the corresponding er was higher and the mse level 
was also higher. 

mse 

0:.----E;;--...---------.: -.,..--. --,J 
%.5 1 1.5 2 2.5 a 

Fig. 9 mse vs er for the MPNN, ZTestl 

The results for the zero crossing thresholded 
binary signals are given in Tables VIll to IX and 
shown in Figures 10 - 13. 

Network 
Type 

Co~r 

MJ"Nl'C 

Meth.B 
48-1533-1 
GaussRBF 

TABLE VIll 
ZTrainl, ZTest, ZVall- no noise, 

ZTestl - SIN = 6.8 dB, 
ZVa12 - SIN =13 8 dB . . 

Data Train mse 0' Train 
Set HerJ :d0-6 opt time 

passes In see 
- - - -

ZTestl 183436 -ZTest2 163254 -
ZVall 161163 -
ZVal2 184775 -
H:til - - -

I 31570 1.922 86 
ZTest2 694 0.940 
ZVall 1389 0.710 
ZVal2 26303 1.970 

Ved. 
evlll. 
In see 

-
0.00067 

-
0.0457 

The results in Table VIII show that the MPNN 
produces a lower mse than the multiple correlator. 
Tables IX to X show the correlator peak outputs and 
delay errors (A) for the 12 chirps in the ZVall and 
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ZVal2 data sets for the multiple correlator detector 
and MPNN filter. o 11 ,, , l'l'l' .,

1

,, 1: I 
I I I Ill I '/ i ' ! 

TABLE IX 
ZVall Data Set- no noise 

~ ~~~ r:. M!'NN M!'NN 

jl 8 
·Cl 

TABLE X 
ZVal2 Data Set- SIN= 13.8 dB 
~ ~utL ~Uit. MPNN MPNN 
ratio Corr. Corr. 

8 t 8 

-o. 

+ .. 
..... . 

For noiseless data the MPNN has a slightly better 
performance than the multiple correlator, but as the 
noise increases the MPNN performance degrades 
more as can be seen in Figures 10 to 13. 
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Fig. 10 ZVall Data 
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Zero crossing thresholded binary signals are less 
effective than analogue signals, as is expected, but 
they still perform adequately, especially for low 
noise levels. This may be a useful discovery for the 
MPNN which can be built more simply in hardware 
if binary input signals are used. This is especially 
true if a radial basis function according to equation 
(3) is used and if the Euclidean distance measure 
between the centre vector and the input vector is 
simplified to a hamming or city block distance 
measure. However, this ·further investigation of a 
simplified MPNN for binary data will be left to 
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another study. Suffice it to say that the indications 
appear to be promising. 

8. Conclusions 

This paper has shown that the MPNN produces 
the best correlator detector performance for analogue 
Doppler shifted chirp (linear frequency swept) 
signals with respect to both correlator peak outputs 
and delay errors. The :MPNN is relatively insensitive 
to random noise and is often better trained with a 
small set of noiseless data if they are available. 
However, the training is usually performed with 
noisy data as is the case with other ANNs. The 
training, whether done with noiseless or noisy data 
will more effectively generalise to other noise levels 
with minimal or no adjustments. This study shows 
that the MPNN may provide a very good 
engineering solution for the detection of regular 
signals which have been subjected to nonlinear 
effects in the presence of noise. 
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The patch-clamp technique allows direct observation of current flow through single 
membrane-bound ion channels. Even though it is often possible to manipulate 
experimental conditions so that only one channel is open at a time, it is quite common for 
patches to contain many concurrently active channels. In cases where these are identical, 
interpreting the multi-level record to infer kinetic properties of individual channels is 
simplified by assuming the channels behave independently. However, recent studies in a 
number of preparations suggest that this assumption may not always be valid and that 
significant interactions between channels may occur. 

A theoretical model of dependence was examined for the case of a patch having two 
identical active channels. Each channel is characterised by a continuous-time Markov 
chain such that specified transition rates in either channel are dependent on the conducting 
state of the neighbouring channel, changing instantaneously when the other channel opens 
or closes. In such a model, the kinetics of the two channels are identical and can be 
characterised by density functions (open or closed) that are conditional on whether the 
other channel is open or closed. (Naturally, with channel independence, both open 
conditional density functions will be identical, and a similar result will hold for the two 
<;:losed densities.) These conditional density functions can be related by a convolution 
function that may be viewed as a measure of dependence for either the open or closed 
class. Simulation studies were undertaken for cases where the individual channels of the 
identical pairs were modelled as a two-state (one open and one closed) or a three-state 
(one ?pen and two closed) Markov chain with opening of a channel changing the opening 
transition rate of the other channel. Conditional densities obtained from these studies by 
optimisation techniques agreed well with analytical results computed from the underlying 
parameters of the Markov chain. 

In applying these ideas to experimental data, it was found that steady-state probabilities 
of occupancy of the different conductance levels obtained from concurrent channel 
openings of chick myotube nicotinic acetylcholine receptors did not precisely follow a 
binqmial distribution. The probability of observing two or more superimposed openings 
was greater than that expected under the independence assumption, suggesting some 
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po~itive cooperativity between the channels. Data with only two simultaneously active 
channels were further examined by (i) modelling individual channels with a five-state 
(three closed, two open) continuous-time Markov chain with equal binding affinity of 
acetylcholine to two recognition sites, and (ii) assuming cooperativity between channels 
resulted from instantaneous changes in specific transition rates in one channel following a 
change in conductance state of the neighbouring channel. This allowed calculation of the 
open and closed time density functions conditional on the other channel being open or 
closed. The results suggested possible positive cooperativity between neighbouring 
nicotinic receptors, which manifests as a decrease in closed time when the other channel is 
open compared to when it is closed. 

Degree: PhD 
Title: Automatic Segmentation of Multi-Spectral Magnetic Resonance Images 
Author: Wanqing Li 
Institution: The University of Western Australia 
Department: Department of Electrical & Electronic Engineering 

Centre for Intelligent Information Processing Systems 

Magnetic resonance imaging (MRI) has revolutionised the practice of medicine in general 
and radiology in particular. As the MRI technology is progressing, there is an increasing 
demand for computer systems to assist radiologists to cope with increased workload for 
diagnosis. In such a system, segmentation of the images has been recognised to be of 
paramount importance for identifying anatomical tissues, lesions and structures for 
diagnosis, treatment, or surgery planning paradigms. 

This thesis addresses the issues of segmenting multi-spectral MR images. It aims to 
develop methods to identify normal tissues and lesions from multi-spectral, particularly 
dual spin-echo, MR images with little or no user interaction (automatic segmentation). 
The segmentation must be as accurate as possible for clinical use and must meet the time 
requirements for practical use. 

The methods proposed in this thesis are based on stochastic modelling and cluster 
analysis in general. To determine the number of discernible tissues, we approached the 
problem as an application of cluster validity. Firstly, a comprehensive review of the 
three types ofvalidity functionals: crisp, fuzzy, andprobabilistic, was carried out. Then 
two new ideas were introduced: (1) cross-study among crisp, fuzzy and probabilistic is 
plausible; and (2) for large data sets, validity studies can be carried out on a small 
representative set without any degradation of performance, but with substantial reduction 
of computational cost. A method for drawing the representative sets from the large data 
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set was proposed on the basis of the chi-square hypothesis test. We tested fourteen 
probabilistic, three fuzzy and four crisp validity indices on simulated numerical examples 
and real MRI data. The experiments demonstrate that (1) both fuzzy index XB and 
probabilistic index ICOMP3 can equivalently indicate the correct number of tissues for 
dual spin-echo MR images; (2) only about 30% of the pixels in the images are needed for 
the determination of the number of tissues so that the computation can be reduced by a 
factor or more than five. 

For segmentation, a new stochastic model was proposed. It consists of two layers with a 
Gaussian mixture as its first layer, called the data model, to represent the intensity 
distributions of tissues and a local Markov random field (MRF) designed on soft labels as 
the higher layer to incorporate prior knowledge and common sense about the spatial 
distribution of tissues. This design of the MRF allows the stochastic model to be able to 
deal with partial volume effects (using soft labels) and noise artefacts while keeping the 
details of anatomical structures. To reduce the computational cost, the parameters of the 
MRF model were set empirically by using our simulated MR images. 

The data model is learnt from the raw MR images with little or no supervision. The 
algorithms proposed for learning the data model are (1) maximum likelihood (ML) 
estimation by using the EM algorithm with two specifically designed initialisation 
strategies; (2) an extension of adaptive mixture modelling to multi-spectral MR images; 
(3) semi-automatic estimation by using labelled data for some or all tissues; ( 4) a new data 
model to cope with non-uniformity in the images and the associated automatic and semi
automatic ML estimation of the model and non-uniformity. 

To v81idate the segmentation results, we used both manual segmentation and simulated 
MR images. The MRI simulation system based on the MRI physics consists of six 
components: anthropomorphic model of anatomy , image contrast based on Bloch 
equations, noise tissue heterogeneity, partial volume effects and non-uniformity. The 
simulated images are much more realistic than those generated from a Gaussian mixture 
and can be used for setting the parameters of the MRF model and evaluating the 
segmentation algorithms. 

In addition, we made a preliminary study of the suitability of an ART-based 
computational neural network (CNN) for the segmentation of multi-spectral MR images. 
We present the design of the network and selection of the network parameters. A 
dynamic learning parameter was introduced to improve the convergence of the network. 

Australian Journal of Intelligent Information Processing Systems Winter 1997 



156 

Degree: 
Title: 

Master of Engineering in Intelligent Information Processing Systems 
Analysis of Ultrasound Images of the Prostate Gland: Geometric 
Transformations and Noise Reduction 

Author: Sonny Tham 
Institution: The University ofWestern Australia 
Department: Department of Electrical & Electronic Engineering 

Centre for Intelligent Information Processing Systems 

Ultrasound, as a low cost, non-intrusive, non-toxic and portable tomographic imaging 
technology has found widespread use in medicine. It is used in diagnosis, treatment and 
monitoring of various diseases. Prostate disease is a common and serious medical 
condition in older male humans. One major use of ultrasound is the imaging of the 
prostate gland. Unfortunately, images produced using pulse-echo ultrasound imaging are 
subject to high levels of noise and this noise is difficult to characterise mathematically. 

The prostate gland is examined using ultrasound scans from a transrectal ultrasound 
probe, shaped like a cylindrical rod, which is inserted into the rectum. The actual 
transducer is mounted on the end of the probe and produces a polar-type circular scan 
about the axis of the probe. This kind of scan produces images in the shape of a partial 
disk that are oriented normal to the axis of the probe. The images that are reconstructed 
by most ultrasound imaging machines are stretched about the centre of rotation of the 
transducer and this stretching increases the amount of noise in the image and alters the 
characteristics of the original noise. 

This dissertation describes the application of a specialised geometric transformation to B
mode ultrasound images of the prostate gland in an attempt to eliminate the polar 

.stret~hing phenomenon that is present in ultrasound images produced from transrectal 
scans of the prostate gland. This transformation will provide a basis for subsequent 
processing of the images using other techniques. The transformation will change the 
images into a form where the noise is returned to its original characteristics and will hence 
improve the performance of image processing algorithms that assume a consistent noise 
characteristics over the whole image. Two simple image processing algorithms, a median 
filter mask based despeckling algorithm and a image sharpening algorithm were applied to 
the transformed images. 

The development of an inverse transformation is also documented and the inverse 
transform was applied to images that had been transformed and then processed using the 
despeckling and sharpening algorithms. This allowed the evaluation of the 
transformation's effectiveness in improving the performance of these image processing 
techniques as compared to the direct application of the two algorithms to the original 
untransformed images. 

Winter 1997 Australian Journal of Intelligent Information Processing Systems 



IJCNN'98 FUZZ-IEEE '98 ICEC'98 
1998 IEEE World Congress on 

Computational Intelligence 

Conference dates: 4-9 May 1998 

Venue: Anchorage, Alaska 

Further Information: 
Meeting Management 
2603 Main Street 
Suite 690 
lrVine CA 92614 
USA 

Tel: + 1 714 752-8205 
Fax: +1 714 752-7444 
E-maii: MeetingMgt@aol.com 

EUFIT'98 
Fuzzy Logic - Neural Networks, 

Evolutionary Computation 

Conference dates: 7-10 May 1998 

Venue: Aachen, Germany 

Further Information: 
EUFIT'98 
c/- Elite-Foundation 
Promenade 9 
D-52076 Aachen 
Germany 

Tel: +49/2408/6969 
Fax: +49/2408/94582 
E-mail: eufit@mitgmbh.de 

157 

Calendar 

INTERNATIONAL CONFERENCE ON 
SYSTEMS, SIGNALS, CONTROL, 

COMPUTERS (SSCC'98) 
International Association for the 

Advancement of Methods for System Analysis 
and Design (IAAMSAD) and Academy for 

Nonlinear Sciences 

Conference dates: 22-24 September 1998 

Venue: Durban, South Africa 

Further Information: 
Conference Office 
SA CAN 
PO Box 1428 
Link Hills 3652 
South Africa 

Tel: (+27 31) 204-2560/204-2736 
Fax: (+27 31) 204-2560/204-2063 
E-mail: sscc98(@.umfolozi.ntech.ac.za 

lASTED INTERNATIONAL 
CONFERENCE 

Signal & Image Processing SIP'98 

Conference dates: 28-31 October 1998 

Venue: Las Vegas, Nevada. USA 

Further Information: 
lASTED Secretariat 
1811 W. Katella Avenue 
#101 
Anaheim, California 
USA 92804 

Tel: +1 800-995-2161/714-778-3230 
Fax: +1 714-778-5463 
E-mail: iasted@iasted.com 
URL: http://www.iasted.com 

Australian Journal of Intelligent Information Processing Systems Winter 1997 



158 

Australian Journal of Intelligent Information Processing Systems 

INFORMATION FOR AUTHORS 
The Australian Journal of Intelligent Information Processing Systems (AJIIPS) is published quarterly. The aim of 
AJIIPS is to publish papers describing theory, methods and techniques, applications and tutorial presentations in 
a range of areas relating to computer engineering and computer science. AJIIPS publishes full papers, short notes 
and survey articles. Specific areas include but are not limited to: Artificial Intelligence, Artificial Neural 
Networks, Computer Science, Fuzzy Systems and Virtual Reality. 

All papers will be reviewed by at least two reviewers and one of the editors. Decisions as to the suitability of 
the papers will be made by the Editor in Chief. 

Papers should be clearly presented, consistent with giving proper description of the primary contribution. 
Theory papers should be based on clear, formal foundations; methods and techniques papers should indicate the 
novelty and advantage of the technique; applications papers should present appropriate results and evaluation 
of performance; tutorial papers should be clearly presented to a reader with a general background in all areas of 
interest but no prior background in the specific topic. 

SUBMISSION OF TECHNICAL PAPERS 
Manuscripts must be written in English. The papers should be original work, not appearing in any other journal, 
although extended versions of conference papers may be considered. The authors are expected to obtain a 11 
relevant copyright releases for any copyrighted material included in their paper. 

Potential authors should send to the Editor in Chief four (4) copies of the complete manuscript. The paper, 
including an abstract, should not exceed 20 pages double spaced, in Times 10 point font. To allow for anonymous 
refereeing, a separate page should be included containing the authors' names, affiliations, including e-mail 
address, manuscript title and abstract. Authors' names and affiliations should not appear oo the manuscript. 
Submissions by more than one author should indicate the author to whom the correspondence will be addressed. 
Each paper must start with an abstract, no more than 200 words, that summarises its content. The key words 
should represent the content of the whole article and be characteristic of the terminology used within the 
particular field of study. 

There will be no charge for published papers. 

For full Instructions to Authors, please contact: 
Professor Yianni Attikiouzel 
Editor in Chief, AJIIPS 
Dept. of Electrical & Electronic Engineering 
The University of Western Australia 
NEDLANDS WA 6907 
Tel: +61 8 9380 3897 Fax: +61 8 9380 1168 
E-mail: ajiips@ee.uwa.edu.au 

Winter I997 Australian Journal of Intelligent Information Processing Systems 



159 

MANUSCRIPT PREPARATION 

At the time of acceptance, authors will be requested to provide a technical biography and a photograph of each 
author of the paper (except for Short Notes). The final, camera-ready document should conform to the 
presentation standard set out below. The first page should include the title in Helvetica, 18 point, bold and 
authors' names and affiliations in Times, 12 point, bold and italics (a sample page can be obtained from the 
address below). 

Submission, in camera-ready form, sho~d conform to the following rules: 

1. Laser-printer quality on one side of A4 paper with margins: left and right- 1.8 cm, top - 2.3 cm, bottom-
1.8cm. 

2. Text should be in Times Roman, 10 point font, in two column layout with 0.63 cm gap. 

3. Headings should be left-justified and use Helvetica font varying as follows: 

1 
1.1 
1.1.1 
1.1.1.1 

Level One Heading- 14 point bold 
Level Two Heading - 12 point bold 
Level Three Heading - 10 point bold 
Level Four Heading - 10 point italics 

4. A short abstract should be provided, 100-200 words, in one column, 10 point Times Roman font, in italics, 
with the abstract keywords in bold. Note that short papers (or short notes) require a shorter abstract of 
up to 50 words. 

5. Footnotes should be numbered and should appear, in 9 point Times Roman font, at the bottom of 
respective columns. 

6. Standard abbreviations should be used if possible, and nonstandard abbreviations must be defined before 
being used. All units of measurement should be metric. 

7. Originals for illustrations should be clear and of good quality. Figures should use centered captions in 10 
point Times Roman font, with the words Figure 1 in bold (see sample page). Tables should be numbered 
using upper case Roman numerals, with theiable heading (in the same format as for figures) appearing 
below the table. 

8. Reference~ should appear as the last section at the end of the paper. They should be sorted by author, 
and numbered with arabic numerals in square brackets [1]- see the sample page. 

Style for papers: author(s)- surname separated by a comma, followed by the initials, title (between 
double quotes), journal title, volume, inclusive page numbers, month and year. 

Style for books: author(s), title, location, publisher, year, chapter or page numbers (as appropriate). 

For further informtion please contact: 
Professor Yianni Attikiouzel 
Editor in Chief, AJIIPS 
Dept. of Electrical & Electronic Engineering 
The University of Western Australia 
NEDLANDS WA 6907 
Tel: +61 08 9380 3897 Fax: +61 08 9380 1168 
E-mail: ajiips@ee. uwa.edu.au 

Australian Journal of Intelligent Information Processing Systems Winter 1997 



160 

Australian J oumal of Intelligent Information Processing 
Systems 

The Australian Journal of Intelligent Information Processing Systems is an interdisciplinary 
forum for providing latest information on research developments and . related activities in the 
design and implementation of intelligent information processing systems. 

The areas of interest include, but are not limited to: 
• artificial intelligence 
• artificial neural networks 
• computer science 
• fuzzy systems 
• virtual reality 

The journal publishes both theoretical and application-oriented papers in diverse areas related 
to intelligent systems. The journal also publishes survey articles, short notes, postgraduate 
thesis abstracts and project reports with emphasis on Australian projects. 

Subscription Order Form 

Australian Journal of Intelligent Information Processing Systems 
AJllPS- ISSN 1321-2133 

Please complete and return to: 

Individual rate: 

Professor Yianni Attikiouzel 
Editor in Chief, AJTIPS 
Centre for Intelligent Information Processing Systems 
Department of Electrical & Electronic Engineering 
The University of Western Australia 
Nedlands WA 6907 
Australia 

D A$80 within Australia D A$90 outside Australia 
Institutional rate: 

D A$250 within Australia D A$280 outside Australia 

Please send me a sample copy D 
D I enclose my cheque or money order for $ _____ _ 

Send journal to: 
Name: 
Address: 

Please note: Subscriptions are entered upon receipt of payment. Four issues starting with the 
next publication will be shipped. 

Winter I997 Australian Journal of Intelligent Information Processing Systems 



161 

Australian Journal of Intelligent lnfonnarion Processing Systems Winter 1997 



162 

Winter 1997 Australian Journal of Intelligent lnfonnation Processing Systems 



Australian Journal of Intelligent Information 
Processing Systems 

ISSN: 1321-2133 Volume 4, NQ~ 2 
Winter 1?97 

(Southern hemisphere) 

CONTENTS 

ARTIFICIAL INTELLIGENCE 

A Framework for the Management of Uncertainty in Intellegent Robotic Systems 
Michel Pasquier ........................................................................................................................... 83 

Fuzzy SYSTEMS 

Controller Development with a Rapid Protoyping Shell 

; 

' '" 

Pushkar Piggot and Phillip J. McKerrow ................................................................................... 102 

NEURAL NETWORKS 
,'· 

Applying Neural Networks to Predict Corperate Failure in Australia 
Xiaodan Wu and Andrew Flitman.... .... .. . .... . .. . . .... . . .. . .. .. . .. .. . . .. .. . .. .. .. . .. .. . .. . .... .. .. .... . . . . . .. .. . .. .. . . . . .. .. .. 111 

.-~.I 

CORGI: A Robot to Play Fetch . 
t;<"~ 

Gordon l-Y'Yeth .......................................................................................................................... .'.· .. :~~ 19 

Learning of Sensory Motor Tasks by Autonomous Agent 
Kurt Malmstrom, Lance Munday and Joaquin Sitte .................................................................... 129 

A Non1inear Correlator Detector for Doppler Shifted Chirp Signals 
Anthony Zaknich .......................................................................................................................... 142 

AuTHOR BIOGRAPmEs ............................................................................................................. 1l1 
ABSTRACTs oF PosTGRADUATE REsEARCH THESIS .................................................................... 153 

CALENDAR ............................................................................................. . ................................. 157 
., 

Print post approved PP6396/000399 

" ,. 






